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Introduction

One of the most famous scenes from British TV comedy Yes, Prime Minister, start out when Sir
Humphrey, the Cabinet Secretary, put the accent on that ‘The only way to understand the press is to
remember that they pander to their readers’ prejudices,” and the Prime Minister Jim Hacker replies
that ‘Don't tell me about the press. | know exactly who reads the papers. The Daily Mirror is read
by people who think they run the country; the Guardian is read by people who think they ought to
run the country; the Times is read by the people who actually do run the country; the Daily Mail is
read by the wives of the people who run the country; the Financial Times is read by people who own
the country; the Morning Star is read by people who think the country ought to be run by another
country, and the Daily Telegraph is read by people who think it is..." 12
In this thesis, | study the competition between digital platforms using the theory of industrial
organization, primarily in media markets. The difference between a digital platform and a conventional
firm is that the marginal cost is close to—or approximately—zero for digital platforms. In the first
three papers, | study media platforms whose business model is to attract subscribing consumers by
offering a catalogue of content (such as newspapers or streaming platforms), and the fourth paper is
concerned with the behaviour of price-setting robots (bots). The common factors for all four papers
are that they refer to firm behaviour in predominantly digital markets, and that they rely on discrete
choice models of demand from consumers.

For the first three papers, there is a common focus on competition in prices and content in digital
media markets. In the first paper, co-authored with @ystein Foros,3 we study competition between
two horizontally differentiated media platforms that earn revenue from both consumer subscriptions

and advertising. Using the Hotelling framework, we relax two standard assumptions: that consumers

'And | refrain from revealing the Sun's readership.... For reference, the scene is from the episode ‘A Conflict of
Interest,” in series 2, episode 4, from 1987.

2An example of horizontal differentiation in newspaper markets first highlighted for me by @ystein Foros in an early
draft of Paper 1.

*Published as Dyskeland and Foros (2023).
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Introduction

subscribe to at most one platform and that the market is covered. Allowing for consumer multihoming
and an uncovered market, we show how exclusive and non-exclusive content affects pricing and profits.
In contrast to covered-market models with multihoming, consumer prices in an uncovered market
depend on both types of content, and when the premium for exclusive impressions on consumers
from advertisers is high, platforms may prefer non-exclusive content provision.

In the second paper, co-authored with Malin Arve and @ystein Foros,* we analyse the interac-
tion between competing platforms and a content provider that supplies additional content under
alternative wholesale contracts. The content provider chooses between per-consumer wholesale
pricing and revenue-sharing contracts, which endogenously determine whether content is distributed
non-exclusively or exclusively. We show that when initial exclusivity is low, both platforms and the
content provider prefer per-consumer wholesale pricing, leading to non-exclusive distribution and
consumer singlehoming. When initial exclusivity is high, revenue-sharing contracts are preferred,
inducing exclusive distribution and encouraging some consumers to multihome. The analysis high-
lights a snowballing mechanism whereby the prevailing degree of exclusivity shapes the distribution
of marginal content.

In the third paper, | combine elements from the first two to study how government intervention
through media policy affects competition in newspaper markets. The model features multihoming
consumers and an uncovered market, with consumer utility shaped by exclusive and non-exclusive
content. | introduce commonly used policy instruments: value-added tax (VAT) rate reductions and
per-subscriber subsidies. Their effect depends critically on newspapers’ cost and revenue structures.
When net marginal costs are positive, as in print markets, VAT rate reductions lower prices and
expand circulation, whereas when marginal costs are close to zero, as in digital markets, the same
policy can raise prices and reduce circulation. Direct subsidies always increase circulation but are
less effective when combined with VAT rate reductions in digital settings, and both instruments
strengthen incentives to provide exclusive content.

Finally, in the fourth paper, co-authored with John Sazten Lilletvedt, we move beyond media
markets to study autonomous pricing bots as price-setting agents. Motivated by concerns that such
algorithms may sustain supracompetitive prices through tacit collusion, we replicate an established
simulation environment with Bertrand competition and introduce capacity constraints to reflect
markets for physical goods. We find that pricing outcomes are highly sensitive to how bots are
instructed, and that their behaviour is difficult to reconcile with standard reward-and-punishment

models of collusion.

*The working paper version is available as Arve, Dyskeland and Foros (2025).
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Introduction

| will now review some aspects of competition between (media) content distribution platforms
which provide background for the first three papers.® In particular, | will review content distribution
platforms which offer consumers access to a catalogue of pieces of content, where subscribing
consumers get access to consume the full catalogue. This contrasts to marketplace platforms such as
app stores or e-book stores, where consumers can buy individual pieces of content.® There are three
aspects of the nature of competition between these types of platforms which the media economics
literature has identified as important, and | review some seminal contributions to each.

The first is the role of consumer multihoming, consumers choose not just to buy one variety,
but multiple. In many media markets, consumers’ tastes are important for the choices they make;
especially in news, the political slant of a newspaper has been identified as important for consumers
subscription decisions (Gentzkow and Shapiro, 2010; Gentzkow, Shapiro and Sinkinson, 2014).7 A
consumer consuming a newspaper with a left-wing slant (may) derive additional utility from also
consuming a newspaper with a right-wing slant, and given that the incremental value — the additional
utility of access to a second newspaper — is sufficiently large they choose to multihome by subscribing
to both. For the remainder of this introduction, | will focus on discrete choice models.

Secondly, many online content platforms are two-sided, meaning that they utilise the attention
of the consumers they have attracted to consume their content catalogue by selling access for
advertisers.® The seminal contributions consider purely ad-funded platforms, where the consumers
have free access to consume the content, but the platforms are paid by selling advertisement slots. In
addition to the papers discussed below, Anderson and Jullien (2015) provide a handbook treatment.

Lastly, some attention is paid the relationship between content distribution platforms and con-
tent providers. In entertainment media markets (e.g. film/TV and music) there are established
production studios/labels which commission content, and manage the distribution on behalf of the

producers/artists; in news media vertical integration is more common where journalists who do the

®In the digital world, these platforms are often referred to as digital platforms. Digital platforms differ from traditional
firms in that the marginal cost tends towards zero, where the costs associated with running the business are fixed
(Brousseau and Penard, 2007).

5These platforms typically use the agency-model, where content provider set the price consumers pay, but the platform
takes a fee/share. For more, see Gilbert (2015), Boik and Corts (2016), Johnson (2017), Foros, Kind and Shaffer
(2017), and others. These are examples of platforms on which the bots studied in Paper 4 may be deployed.

"These preferences limit the relevance of representative consumer models of demand, which assume a single consumer
with a taste for variety, and thus fail to capture the role of substitution patterns for consumers. Discrete choice models
instead define utility for each individual consumer and derive demand from individual-level choices, allowing for more
tractable modelling of consumer behaviour, and platform pricing and decisions.

8This backdrop of this business model is the presence of network effects. Network effects are when the participation
decisions of individual consumers affect the net utility of other consumers. We call them ‘indirect network effects’
when the utility of one group (e.g. advertisers) increases when the size of the other (e.g. consumers). See Belleflamme
and Peitz (2015, Part VIII) for a textbook treatment of network effects in industrial organisation, and Belleflamme
and Peitz (2021) for a textbook treatment of two-sided platforms.
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reporting (content) are employees of the platform operator. A more thorough survey of the literature
on content provision for media platforms is provided in Paper 2.

Hotelling (1929)’s linear city is the canonical model of discrete choice demand. The model features
two firms and a continuum of consumers uniformly distributed along a line segment.® Consumers
incur transportation costs to purchase from a firm, and these costs represent either literal travel or
metaphorical distance in a preference space.10-11

The idea which was proposed by Lancaster (1966a) was that consumers’ preferences are defined
over a set of characteristics which products possess, not over a given set of goods as such. Consumers’
utility is derived from the features/characteristics they consume, and products are mapped into that
characteristics space. The ‘characteristics approach’ (Lancaster, 1966a,b) provides a theoretical
underpinning for using the Hotelling model to capture horizontal differentiation.!?> The locations are
interpreted as consumers' most preferred characteristic (e.g., political bias or media genre), and the
transportation distance reflects the degree to which the characteristics which are inhibited by the

available products differ from the consumer’s most ideal option. Although the Hotelling model only

captures differentiation in one dimension, it has been widely adopted.

Consumer multihoming with horizontally differentiated platforms: In the standard Hotelling
framework, consumers are assumed to choose at most one product, an assumption that is natural when
products are homogeneous and transportation costs capture physical access. Under a characteristics-
based interpretation, however, products are imperfect substitutes, making consumer multihoming
more realistic (Kim and Serfes, 2006). Multihoming is prevalent in media markets, where consumers
often subscribe to multiple streaming services or access ideologically diverse news sources (Gentzkow
and Shapiro, 2010; Gentzkow et al., 2014; Statista, 2021). Kim and Serfes (2006) formalise this
by allowing consumers to derive full utility from their preferred product and incremental utility

from a second product. When this incremental value is low, singlehoming prevails; when it is high,

9The role of the consumers distribution is relevant to the firms’ location choice, but less so in the pricing game. A
distribution shaped more like the uniform incentivises the platforms to locate further apart, whereas a distribution
shaped like a normal distribution incentivises the firms to locate closer together (Anderson, Goeree and Ramer, 1997).
Hotelling’s original formulation used linear transportation costs and found that firms prefer to locate close together
to maximise their hinterland, a phenomenon known as the Principle of Minimum Differentiation. d’Aspremont,

Gabszewicz and Thisse (1979) later showed that with linear costs and fixed locations, no pure strategy equilibrium
exists in prices. Introducing quadratic transportation costs, they recovered a unique pricing equilibrium with firms
maximally differentiated.

1 As a personal aside, my master thesis studied the effect of two competing, horizontally differentiated platforms with
subscription and advertisement revenues, competing for consumers where they were differentiated by the transportation
cost consumers faced going to them (Dyskeland, 2020).

2Anderson, de Palma and Thisse (1992) provides a textbook treatment of discrete choices models of demand, which
captures the characteristics approach.
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multihoming emerges and price competition intensifies as firms compete for consumers already
partially served by rivals. This reverses standard Hotelling results: greater differentiation reduces
multihoming and lowers profits, and firms may cluster rather than maximally differentiate when
incremental value is strong. Related work shows that content structure plays a key role: Anderson,
Foros and Kind (2017) find that low exclusivity supports singlehoming, while high exclusivity induces
multihoming, with prices reflecting the incremental value of exclusive content. Other mechanisms
can also generate multihoming, including uncertainty (Guo, 2006) and complementarity in vertically
differentiated markets (Gabszewicz, Sonnac and Wauthy, 2001). Overall, this literature shows
that multihoming fundamentally alters competitive incentives, weakening standard predictions on

differentiation and pricing.

Platform competition in two-sided markets with multihoming consumers: A related literature
studies competition between media platforms in two-sided, advertising-funded markets, emphasising
the interaction between consumer demand and advertising externalities. A seminal contribution is
Anderson and Coate (2005), who analyse competition between horizontally differentiated broadcasters
competing for singlehoming viewers, showing that advertising decisions balance marginal ad revenues
against viewer disutility, potentially leading to excessive or insufficient advertising. Allowing consumers
to multihome fundamentally changes this trade-off. Ambrus, Calvano and Reisinger (2016) show that
overlapping audiences reduce advertisers’ willingness to pay for duplicated impressions, introducing
a duplication effect that dampens advertising incentives, alongside a business-sharing effect that
weakens platform-specific pricing power. Advertising thus becomes both a source of disutility and a
strategic instrument that shapes consumer homing decisions. Athey, Calvano and Gans (2018) further
demonstrate that advertiser concerns over duplication shift platform strategies toward expanding
exclusive reach rather than deepening engagement, altering platforms’ content and monetisation
incentives as multihoming increases. A more general perspective is provided by Belleflamme and Peitz
(2019), who study multihoming in competitive bottleneck settings and show how surplus extraction,
pricing, and welfare depend on which side of the market multihomes and on the strength of cross-
group externalities. Together, these contributions highlight how two-sidedness and multihoming are
important determinants of incentives, pricing strategies, and welfare outcomes in media platform

markets.

Content distribution and competition between horizontally differentiated platforms: The

allocation of premium content across media platforms in two-sided markets such as pay-TV and

Xi
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streaming is a longstanding concern for competition policy, particularly in horizontally differentiated
markets where platforms offer similar but not identical services. Early work by Armstrong (1999) shows
that when consumers singlehome, upstream content providers prefer per-consumer wholesale pricing,
which softens downstream price competition and induces non-exclusive distribution of premium
content. Allowing consumers to subscribe to multiple platforms alters these incentives: Jiang, Tian
and Zhou (2019) show that when platforms’ content catalogues largely overlap, duplicated content
adds little value, leading to exclusive distribution and under-provision of new content, whereas greater
differentiation restores investment incentives. Dynamic considerations further strengthen exclusivity
incentives, as Weeds (2016) demonstrate that switching costs make exclusive access valuable for
building persistent market share advantages. A complementary strand focuses on quality incentives,
with Stennek (2014) showing that exclusive contracts can induce over-investment in content by
intensifying competition for exclusivity. These results, however, typically rely on exogenous or
restricted wholesale contracts. Paper 2 contributes by providing a unified equilibrium framework
with endogenous consumer homing, content distribution, and wholesale terms of trade, showing that
whether content is distributed exclusively or non-exclusively depends on its incremental value and

the resulting competition for single- or multihoming consumers.

Covered market assumption One advantage of representative-consumer demand models is that
they capture how price changes affect total market participation, but they abstract from individual
choice and are therefore not well-suited for studying consumer substitution patterns. Discrete-choice
models a la Hotelling address this limitation but typically maintain the covered market assumption,
even when consumers are allowed to multihome. That is, all consumers are assumed to purchase
from at least one platform in equilibrium. In Papers 1 and 3, we relax this assumption by allowing for
an uncovered market. In Paper 1, we show that when advertisers value impressions on singlehoming
consumers sufficiently more than impressions on multihoming consumers, platforms have incentives
to distribute marginal content non-exclusively. This result is driven by a market-expansion effect:
consumers entering the market for the first time are singlehomers, a mechanism that cannot arise
under the covered market assumption. In Paper 3, | use the same modelling framework to study
media policy, showing that VAT and subsidy instruments can have opposite effects on prices and
circulation depending on whether marginal costs are positive, as in print markets, or close to zero,
as in digital markets. While introducing a hinterland margin — allowing some consumers not to
purchase in equilibrium — is not new (see Lerner and Singer, 1937, and the review by Graitson, 1982),

combining an uncovered Hotelling framework with consumer multihoming is novel. The model used

xii
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in Papers 1 and 3 is a novel contribution to the study of markets where horizontal differentiation,

consumer multihoming, and consumers’ participation choice are important characteristics.
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Paper 1. Multihoming and Market Expansion: Effects on Media Platforms’ Pricing and

Content Creation Incentives

with @ystein Foros

This paper is published as: Dyskeland, Ole Kristian and @ystein Foros (2023). Multihoming and
market expansion: Effects on media platforms’ pricing and content creation incentives. Economics

Letters, 232, 111327.

ENG: Conventional assumptions in the classical linear city of Hotelling, the workhorse model in
media economics, are (i) that no consumer buys more than one of the goods (they are singlehomers)
and (ii) that the market is covered. We relax both assumptions and analyse how exclusive and
non-exclusive content affect pricing and profit for media platforms. In contrast to the outcome in
a covered market with consumer multihoming, we show that the consumer price in an uncovered
market depends on both exclusive and non-exclusive content. If advertisers have a high willingness

to pay for exclusive eyeballs, platforms prefer to provide non-exclusive rather than exclusive content.

NOR: Standardantakelser i Hotellings klassiske lineaere by—modell, arbeidshesten i mediegkonomi,
er (i) at ingen forbruker kjgper mer enn ett av godene (de er singlehomere), og (ii) at markedet
er dekket. Vi slakker begge antakelsene og analyserer hvordan eksklusivt og ikke-eksklusivt innhold
pavirker prissetting og profitt for medieplattformer. | motsetning til utfallet i et dekket marked med
multihoming blant forbrukere, viser vi at prisen for forbrukere i et udekket marked avhenger av bade
eksklusivt og ikke-eksklusivt innhold. Hvis annonsgrer har hgy betalingsvillighet for eksklusive gyne,

foretrekker plattformer 3 tilby ikke-eksklusivt fremfor eksklusivt innhold.

Xiv
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Paper 2. Channel Coordination on Exclusive vs. Non-Exclusive Content under Endogenous

Consumer Homing

with Malin Arve & @ystein Foros

ENG: We analyse competition between two digital platforms selling subscriptions for unlimited
access to their content catalogs (e.g. streaming and TV broadcasting platforms). A content
provider offers additional content to the platforms. The content provider chooses between offering
a revenue sharing contract and a per-consumer wholesale pricing contract towards the platforms,
thereby endogenously determining whether its content will be distributed non-exclusively (on both
platforms) or exclusively (on one platform). Our model yields clear predictions: in markets with
low initial exclusivity, the content provider and both platforms prefer per-consumer wholesale pricing
to endogenously promote non-exclusive distribution. Platforms set subscription prices that lead to
full consumer singlehoming. Conversely, in markets with high initial exclusivity, all market players
prefer a revenue-sharing contract that induces exclusive distribution, with platforms setting prices

that encourage some consumers to multihome.

NOR: Vi analyserer konkurranse mellom to digitale plattformer som selger abonnement for ube-
grenset tilgang til sine innholdskataloger (f.eks. strgmme- og TV-kringkastingsplattformer). En
innholdsleverandgr tilbyr tilleggsinnhold til plattformene. Innholdsleverandgren velger mellom 3 tilby
en inntektsdelingskontrakt og en engroskontrakt basert pd pris-per-forbruker til plattformene, og
bestemmer dermed endogent om innholdet skal distribueres ikke-eksklusivt (p& begge plattformer)
eller eksklusivt (pa én plattform). Modellen var gir klare prediksjoner: i markeder med lav innledende
eksklusivitet foretrekker innholdsleverandgren og begge plattformene engrosprising per forbruker for
& endogent fremme ikke-eksklusiv distribusjon. Plattformene setter abonnementspriser som fgrer til
full singlehoming blant forbrukerne. | markeder med hgy innledende eksklusivitet foretrekker alle
markedsaktgrer en inntektsdelingskontrakt som utlgser eksklusiv distribusjon, der plattformene setter

priser som gjgr at noen forbrukere velger & multihome.

XV
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Paper 3. Media Policy and Newspaper Competition with Consumer Multihoming in an

Uncovered Market

ENG: This paper examines how media policy affects competition, prices, and circulation in news-
paper markets where consumers may subscribe to one newspaper, several newspapers, or none. Two
competing newspapers earn revenues from subscriptions and advertising, while the government inter-
venes through reduced value-added tax (VAT) rates and per-subscriber subsidies. Newspapers face
marginal costs from production and distribution, as well as marginal benefits from advertising and
subsidies. VAT rate reductions do not have uniform effects: when net marginal cost is positive — e.g.
in print markets — lowering VAT rates reduce prices and increase circulation. When marginal cost
is close to zero — e.g. in digital markets — the same policy can raise prices and reduce circulation.
Direct subsidies always increase circulation but are less effective when combined with VAT reductions
in digital markets. Both policy instruments also encourage newspapers to provide content exclusively

rather than jointly, increasing circulation but reducing readers’ exposure to common content.

NOR: Denne artikkelen analyserer hvordan mediepolitikk p&virker konkurranse, priser og opplag i
avismarkeder med singlehoming, multihoming og frafall. To konkurrerende aviser henter inntekter
fra abonnement og annonsering, mens myndighetene benytter redusert merverdiavgift (MVA) og
per-abonnent-subsidier. Plattformene har marginalkostnader knyttet til produksjon og distribusjon,
samt marginalgevinster fra annonser og subsidier. Reduksjoner i MVA-sats har ikke entydige effekter:
N&r netto marginalkostnader er positive — f.eks. i trykte markeder — reduserer lavere MVA prisene og
gker opplaget. N&r marginalkostnadene er nzer null — f.eks. i digitale markeder — kan samme tiltak
gke prisene og redusere opplaget. Direkte subsidier gker alltid opplaget, men er mindre effektive i
kombinasjon med reduksjon i MVA-satsen i digitale markeder. Begge virkemidler fremmer eksklusivt
fremfor felles innhold, noe som gker opplaget, men reduserer forbrukernes eksponering for felles

innhold.

XVi
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Paper 4. Do Capacity Constrained Bots Collude?

with John Saten Lilletvedt

ENG: Autonomous pricing agents (bots) have been shown to be able to produce supracompetitive
price levels for consumers. A charge levied against bots is that they learn to maintain the high prices
through strategies consistent with collusive reward-and-punishment strategies. Economic theory
predicts that full collusion is challenging to sustain when the firms are capacity constrained because
deviation by one firm is hard to punish by the non-deviating rival. We replicate an established
simulation environment with autonomous pricing bots competing a la Bertrand, and add capacity
constraints to investigate further the possibility of tacit collusion by bots. We find that the behaviour
of pricing bots is sensitive to the instructions they are given when playing the game. The bots'

strategies are hard to fit with reward-punishment schemes from the theoretical literature.

NOR: Autonome prisingsagenter (roboter) har vist seg 8 kunne setter priser for forbrukerne som
ligger over konkurransenivd. En kritikk rettet mot slike roboter er at de larer & opprettholde de
hgye prisene gjennom strategier som ligner belgnnings- og straff-strategier fra teori om stilletiende
samarbeid. @konomisk teori tilsier at samarbeid er vanskelig & opprettholde n&r bedriftene har
kapasitetsbegrensninger, fordi avvik fra én aktgr er vanskelig & straffe for rivalen som ikke avviker. Vi
reproduserer et etablert simuleringsmiljg med autonome prisroboter som konkurrerer a la Bertrand, og
legger til kapasitetsbegrensninger for & undersgke muligheten for stilltiende kollusjon blant robotene.
Vi finner at prisroboters atferd er sensitiv for instruksjonene de f&r ndr de spiller spillet. Strategiene

deres er vanskelige & forene med belgnnings- og straff-strategiene fra den teoretiske litteraturen.

XVili
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1.1 Introduction

Consumers differ in their preferences for media products. For instance, in the British newspaper
market, The Guardian tends to be preferred by left-wingers, while The Times is favoured by right-
wingers. Similarly, in the US television market, CNN is more appealing to left-wingers, whereas Fox
News is more attractive to right-wingers. This illustrates why discrete choice models with horizontal
differentiation, like Hotelling (1929), are used to analyse competition in media markets.

Early contributions to the literature on media economics adopt two key assumptions from the
classical Hotelling model: market coverage and consumer singlehoming. The market is covered if all
consumers subscribe to at least one media platform, and they all singlehome if no one subscribes to
more than one platform.

More recent literature on media platform competition allows for multihoming, such that consumers
are allowed to subscribe to several platforms. However, the assumption of market coverage is typically
maintained. This has the non-trivial implication that platforms have no incentive to increase their
level of non-exclusive content, which is easily duplicated by rivals. It is only if a platform can offer
more exclusive content (not offered by its rivals) it can charge a higher consumer price.

When analysing media competition, it is important that most platforms raise revenues from both
consumers and advertisers: they are two-sided platforms. With market coverage, the consumer price
will then be decreasing in advertisers’ willingness to pay for multihomers but independent of their
willingness to pay for singlehomers.!

In this paper, we show that market coverage is not an innocuous assumption when some consumers
multihome. Relaxing this assumption drastically change both consumer pricing strategies and content
creation incentives. We allow for an uncovered market by allowing for consumers in hinterlands to
the left of The Guardian and to the right of The Times.

With this modification, prices depend on non-exclusive content and advertisers' willingness to pay
for exclusive eyeballs (singlehomers). Increased provision of non-exclusive content will attract new
hinterland singlehomers for both platforms. This leads both platforms to increase their consumer
prices, which cause fewer multihomers. Advertisers' willingness to pay for exclusive eyeballs now

matters for consumer pricing, since a price reduction attracts more hinterland singlehomers.

In a one-sided market, Kim and Serfes (2006) and Anderson et al. (2017) show that only exclusive content matters
for pricing incentives, as long as consumers have no value of access to the same content/features more than once.
In a two-sided market, where platforms collect all revenues from advertisers, Ambrus et al. (2016); Anderson, Foros
and Kind (2018) and Athey et al. (2018) show that platforms can only charge advertisers for the incremental value of
reaching the same eyeballs more than once. See also Belleflamme and Peitz (2019); Haan, Zwart and Stoffers (2021)
and Jeitschko and Tremblay (2020). A comprehensive textbook treatment is given by Belleflamme and Peitz (2021).



1.2. Model

Additionally, in an uncovered market, two-sided platforms may have greater incentives to invest in
non-exclusive content than exclusive content, provided exclusive eyeballs have a sufficiently high value
for advertisers. This result contrasts with the common argument that (easily duplicated) investigative
journalism will be undersupplied due to its character as a public good (see e.g., Hamilton, 2016).

Our results suggest that further studies on market coverage are needed.

1.2 Model

We consider a Hotelling model with two media platforms, i = 0,1, located at Xg =0 and X; =1,
respectively. Consumers are uniformly distributed with density equal to one between —h and 1+ h,
where h > 0. We follow the convention of labelling the segment (—h,0) as platform 0's ‘hinterland’,
and (1,14 h) as platform 1's ‘hinterland’.2 This allows for market expansion, the absolute number of
consumers in the market increases if the price is reduced or the quality is improved. The hinterlands,
h, are sufficiently large that some consumers do not buy even if p; = 0.3

The platforms have two sources of revenues: consumer payment and advertisement. The profits

of media platform i is m; = (p; + s) :EfH + (pi +m) xMH_ Consumers pay p; > 0. Advertisers
SH

7

MH = \here

are charged s for singlehoming consumers, 2, and m for multihoming consumers, =
0 < m < s reflects that the second impression is less valuable for advertisers than the first impression.

For a consumer located at z, the net utility of buying only media product i is u; = n + ¢; —
t|X; — x| — pi, and the net-utility of buying both products is up+1 =n+eg+e; —t —po —p1. We
denote by n the value of non-exclusive content, by e; the value of platform i's exclusive content,
and ¢ > 0 is the transportation cost. For simplicity, we assume consumers to be ad neutral.

We have four margins (see figure 1.1). From w; = 0, we find the location of consumer z;
who is indifferent between not buying at all and buying from platform i — the hinterland margins.
Consumer z;;, follows from ug11 = u;, is the consumer indifferent between buying only from platform
i and buying from both platforms — the singlehomer-multihomer margins. We restrict attention
to equilibrium candidates where some, but not all, consumers located between the platforms are

MH

multihoming, i.e.,, 0 < x = x19 — o1 < 1, as illustrated in figure 1.1. Under the assumption

of market coverage, as is typically used in the literature, we have that 7;°7 = |zi; — X;[. In an

?See Graitson (1982) and Armstrong and Wright (2009), among others.

3A remark on location incentives. In our model, platforms’ locations are exogenously given at Xo = 0 and X; = 1,
respectively. Under uniform distribution of consumers, platform 0 may have incentives to move to the left (and
platform 1 to the right), such that we may end up with an uncovered market in the middle. However, a normal
distribution of consumers, which is more reasonable, prevents such an outcome, see e.g., Anderson et al. (1997). For
simplicity, we do not introduce a normal distribution of consumers.
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uncovered market, we have that 7% = |z;; — 2;|.

Zo Platform 0 Zo1 Z10 Platform 1 z1
‘ | ‘ ‘ | ‘
‘ | ‘ ‘ | ‘
__ n+eo—po 0 _e—pi €0—Po 1 n+ej—p1
t 1 t t 1 + t

14+h

Figure 1.1. Hotelling line with hinterlands and multihoming consumers.

1.2.1 Benchmark: a covered market

In the benchmark model, all consumers are located between the platforms in the interval = € [0, 1],
and the only relevant margins are z;;.

Pricing incentives: When platform i sets p;, the decision affects xj;, but not x;;. Hence, p;
affects the number of multihomers, but not the number of singlehomers on platform i. This gives
rise to the incremental pricing principle shown in the literature. Pricing behavior of platform i only
depends on exclusive content, e; (Kim and Serfes, 2006; Anderson et al., 2017), and the value of
multihomers for advertisers, m (Ambrus et al., 2016; Anderson et al., 2018; Athey et al., 2018).
The level of non-exclusive content, n, and advertisers’ willingness to pay for access to singlehomers’
eyeballs, s, do not affect prices. By solving 07;/0p; = 0, given 757 — |zi; — X;|, we find the
equilibrium price p; = (e; — m)/2.

Content creation incentives: For simplicity, we abstract from costs of creating content.*
Increasing e; does not affect the number of singlehomers for platform i (87;°™ /de; = 0), but it
attracts more multihomers at the z;; margin (9z™# /9e; = 1/(2t)). The total effect on profits is

0m;/0e; = (e; +m)/(2t). Increasing n has no impact on z;; and z;j, such that 07;/0n = 0.

1.2.2 Pricing behaviour in an uncovered market

SH

By solving dm;/0p; = 0, given z7" = |z;; — x;|, we find p; = (2¢; + n — s —m)/4. In contrast
to the benchmark, non-exclusive content, n, and the value of exclusive eyeballs for advertisers, s,
now matter for pricing behaviour. The outcome is not surprising, but nevertheless implies that we
should be careful of considering covered markets an innocent assumption. If platform 7 increases p;,
it turns its “last” (multihoming) consumer (at z;;) from a multihomer to a singlehomer on the rival
platform j. This resembles the mechanism from a covered market. At the same time, platform ¢
loses a hinterland singlehomer at z; when p; increases. We note that an increase in e; only affects
the platform’s own price (as in a covered market), whereas an increase n raises both platforms’ prices

identically.

*For content creation incentives under partial multihoming in a one-sided market, see Jiang et al. (2019).
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1.2.3 Content creation incentives in an uncovered market

Exclusive content. An increase in e; causes an increase in p; because consumer willingness to pay
at x; and x;; increases; Op;/de; = 1/2. Increasing e; attracts the same number of new hinterland
singlehomers at x; as the number of new multihomers attracted from rival platform j's singlehomers
at xj;; 83@251{/862» = —(%cfH/Bei = 1/(2t). Consequently, the increase in total demand from an
increase in e; arises from more multihomers, 9z /de; = 1/(2t). The total effect on profits from

increasing exclusive content is:

or; 2e; +n s+m O e +m
= > = > 0. 1.1
Oe; |: 2t :| + 2t Ode; 2t ( )
N——

the benchmark

The initial levels of both e; and n affect the number of hinterland singlehomers, and thereby
affect incentives to create exclusive content. This contrasts with the outcome in the benchmark,
where only the level of e; affects platform i's demand. Since more exclusive content increases the
number of singlehomers, advertisers’ value of exclusive eyeballs now matters for incentives to create
exclusive content.

Non-exclusive content. An increase in n causes an identical increase in willingness to pay by
hinterland consumers at g and =1 (927 /on = ﬁfo/On = 1/t), but has no direct effect on z¢;
and z19 (see figure 1), since consumers can access non-exclusive content through either platform.
However, the increase in prices turns marginal consumers at zg; and z19 from multihomers to
singlehomers (92 /On = —1/(2t)). Both platforms increase their prices as n increases, but an
increase in n affects own price, p;, less than an increase in ¢;, (Op;/On = 1/4 < Op;/de; = 1/2).
First, an increase in n attracts new hinterland singlehomers for platform i at x;. Second, since it
also induces a price hike for the rival, the multihomer at x;; is turned into a singlehomer of platform
i (0zH /on = 8fo/8n = 1/t.) This causes the number of multihomers to decrease when n

increases (0xM# /on = —1/(2t)). The total effect on profits is:

om;, 1 [2e;+n 25 —m
) 1.2
o — o [ } + >0 (1.2)

B 2t 2t

Recall that in the benchmark, with a covered market, increasing n has no effect on prices and profits.
Results. The term in the square brackets is identical in (1.1) and (1.2). Hence, the effect from
the marginal consumer on profits by an increase in ¢; is twice as high as from an increase in n.

Consequently, a one-sided platform prefers to introduce exclusive content rather than non-exclusive
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content, all other things equal. This means that the incentive to provide non-exclusive content is

driven by the advertisement side. By comparing (1.1) and (1.2) we find:

om;  Om  [2e;+n] —2(s—2m)

— <0ifs>g= """ _
de; On 4t <0ifs2s 2 2m

To ensure non-negative prices, we have s <5 = (2¢; + n) — m. To summarise our results:

Proposition 1.1.

(i) In a one-sided market (no ad revenues), platform i is better off by marginally increasing its

exclusive than non-exclusive content; Om;/de; > Om;/On.

(ii) In a two-sided market, platform i is better off by marginally increasing its non-exclusive content,

n, than exclusive content, e;, if s < s < 5.

(i) Total demand increases more from a marginal increase in n than e;, while the number of

multihomers decreases in n and increases in e;.

1.2.4 Discussion

For a media platform with all, or most, of its revenues from consumer payments, an increase in its
exclusive content increases profits more than an increase in non-exclusive content. In the consumer
market, singlehomers and multihomers are charged the same price. For a platform that also collects
revenues from the advertisers, exclusive eyeballs (singlehomers) are more valuable than multihomers.
Consequently, platforms with ad revenues cares about the distribution of consumers, singlehomers
versus multihomers. Whereas an increase in exclusive content increases the number of multihomers,
an increase in non-exclusive content decreases the number of multihomers. Therefore, if exclusive
eyeballs have a high value compared to non-exclusive eyeballs for advertisers, a two-sided platform
may prefer to provide more non-exclusive content rather than more exclusive content. Platforms
with a significant revenues from advertisers may for instance provide more investigative journalism —
which is typically easy to duplicate for rivals — than pure consumer-financed media platforms.

From a media policy perspective, it is often considered a goal to increase the number of multi-
homers, e.g., that more people read both a newspaper with a left-wing slant and with a right-wing
slant. However, in recent years more focus has been put on the fact that people to the far left and to
the far right do not subscribe to any media platforms. Increasing non-exclusive content increases the
total number of consumers buying at least from one of the platforms more than an identical increase

in exclusive content. We show that there thus exists a trade-off from a media policy perspective.
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1.3 Concluding remarks

The classical Hotelling model assumes singlehoming and market coverage. To deny consumers access
to more than one media platform is an unappealing assumption,® and recent literature shows how
allowing partial consumer multihoming impacts theoretical predictions. In the present model, we
also relax the assumption of market coverage. Allowing for market expansion provides results that
are more in line with outcomes from representative consumer models. As in most markets, it is
reasonable to expect that lowering the price increases the total number of consumers, and, that a

shared increase in quality (non-exclusive content) also matters for the pricing behaviour.

®Empirical literature shows that a fraction of consumers are multihoming, see e.g. Gentzkow et al. (2014); Gentzkow,
Shapiro, Yang and Yurukoglu (2024) and Shi (2016).
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under Endogenous Consumer Homing*
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Abstract

We analyse competition between two digital platforms selling subscriptions for unlimited access to
their content catalogs (e.g., streaming and TV broadcasting platforms). A content provider offers
additional content to the platforms. The content provider chooses between offering a revenue sharing
contract and a per-consumer wholesale pricing contract towards the platforms, thereby endogenously
determining whether its content will be distributed non-exclusively (on both platforms) or exclusively
(on one platform). Our model yields clear predictions: In markets with low initial exclusivity, the
content provider and both platforms prefer per-consumer wholesale pricing to endogenously promote
non-exclusive distribution. Platforms set subscription prices that lead to full consumer singlehoming.
Conversely, in markets with high initial exclusivity, all market players prefer a revenue-sharing contract
that induces exclusive distribution, with platforms setting prices that encourage some consumers to

multihome.
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Paper 2. Channel Coordination on Exclusive vs. Non-Exclusive Content under Endogenous Consumer
Homing

2.1 Introduction

Many digital platforms, including streaming and TV distribution platforms, generate revenues through
consumer subscriptions that provide access to their full content catalogue. Consequently, the business
model differs from traditional retailing, as well as app stores and e-book stores, where consumers
typically purchase individual units of content.! A significant share of platforms’ content catalogues
is sourced from vertically separated content providers — such as music artists (or music labels) or
film and television production companies (or film studios).

A key observation is that these markets vary in the degree of exclusive content each of the platforms
offer and in consumer behaviour — specifically, whether consumers typically subscribe to only one
platform (consumer singlehoming) or whether a significant portion subscribes to multiple platforms
(consumer multihoming). Streaming platforms for movies and series, such as Netflix and HBO Max,
feature a significant amount of exclusive content, with new releases being distributed exclusively on
their platforms. To watch House of the Dragon, a consumer must subscribe to HBO Max, while
access to Squid Game requires a Netflix subscription. These exclusives create positive incremental
value for consumers from subscribing to both. In contrast, music streaming platforms, like Apple
Music and Spotify, offer catalogues of content, including new releases, with minimal exclusivity.
The incremental value of subscribing to both Apple Music and Spotify is limited. Unsurprisingly,
consumer multihoming is more prevalent in markets where platforms provide a substantial amount
of exclusive content.?

From recent literature on discrete choice models — where the classical linear city of Hotelling
(1929) is the most common workhorse model — we know that allowing consumers to subscribe to
multiple platforms may significantly change competitive pricing strategies (Kim and Serfes, 2006;
Doganoglu and Wright, 2006; Anderson et al., 2017; Jiang et al., 2019; Foros, Kind and Stahler, 2024;
among others). Under consumer multihoming, pricing strategies are not about business-stealing, but

about converting a rival’s singlehoming consumer into a multihoming one who subscribes to both

Moreover, in contrast to subscription-based platforms, app and e-book stores typically apply the agency model, where
consumer pricing is delegated to content providers. See discussion in the Literature Review (Section 2.2).
2According to a 2021 poll, 87 % of Disney+ users also subscribe to Netflix, 90 % of HBO Max users also subscribe
to Netflix, and 92 % of Apple TV+ users also subscribe to Netflix (Statista, 2021). In a 2016 survey of 167 U.S.
participants, Jiang et al. (2019) found that 17 % subscribed to Hulu, 67 % to Netflix, and 13 % to both. In contrast,
the music streaming market does not exhibit the same pattern of consumers subscribing to multiple services (Levin
and Lowitz, 2024). See the Literature Review (Section 2.2)
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platforms.3

This, in turn, may reasonably influence contracting terms between content providers and platforms,
including the structure of those contracts, and gives rise to our research question: how do the
wholesale contracting terms between a content provider and competing digital platforms depend on
whether the platforms aim to encourage consumer multihoming or not?

To investigate this, we build a model in which a content provider makes a take-it-or-leave-it offer
(for access to distribute its content) to two digital platforms, which sell subscriptions to their content
catalogues.* Platforms compete a la Hotelling in the consumer subscription market. In contrast to
the classical Hotelling model, where all consumers are assumed to subscribe to at most one platform
(singlehoming), we follow recent literature that allows platforms to induce consumers to subscribe
to both platforms (multihoming).

The content provider can offer either a per-consumer wholesale price or a revenue-sharing contract
to the platforms (the latter qualitatively equals a lump-sum fixed fee in our model), and we explore
which type of wholesale contract the content provider and the platforms individually prefer and
whether the content provider opts for wholesale terms that result in both platforms accepting the
offer (non-exclusive distribution) or only one platform accepting it (exclusive distribution). Since the
wholesale contract is determined before the platforms set their subscription prices, the equilibrium
concept is subgame perfect Nash equilibrium (SPE).

We provide remarkably clear predictions: in markets with a low initial level of exclusive content, all
market players, i.e., the content provider and both platforms, prefer contracts with a per-consumer
wholesale price that leads to non-exclusive distribution, with platforms setting subscription prices that
result in complete consumer singlehoming. In contrast, above a threshold level of initial exclusives,
market players prefer a revenue-sharing contract that induces exclusive distribution. Platforms set
subscription prices that encourage some of the consumers to multihome. This indicates a snowball
effect — when early content providers and platforms choose exclusivity, later content providers are
more likely to follow suit; and the same holds for non-exclusivity.

Assuming all consumers are singlehoming — as in traditional TV distribution — Armstrong (1999)

3This is not restricted to subscription based digital services. Following the launch of the iPad in 2010, Jeff Bezos
(Amazon) highlighted the value of owning a Kindle alongside an iPad (press release, December 27, 2010): “We're
seeing that many of the people who are buying Kindles also own an LCD tablet (e.g. an iPad). Customers report
using their LCD tablets for games, movies, and web browsing and their Kindles for reading sessions. They report
preferring Kindle for reading because it weighs less, eliminates battery anxiety with its month-long battery life, and has
the advanced paper-like Pearl e-ink display that reduces eye-strain, doesn't interfere with sleep patterns at bedtime,
and works outside in direct sunlight, an important consideration especially for vacation reading.” See Anderson et al.
(2017) for further discussion.

*In an extension we show that if, instead, the platforms makes the take-it-or-leave-it offer to the content provider, the
outcome is qualitatively the same to the one from the main model. See section 2.4.4.4.
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shows that per-consumer wholesale pricing benefits all market participants compared to a lump-
sum fee or revenue sharing. The key intuition is that per-consumer wholesale pricing softens
price competition. Moreover, the content provider sets a per-consumer wholesale price that both
platforms are willing to accept (content is distributed non-exclusively). In contrast, under consumer
multihoming, consumer prices reflect the incremental value offered — specifically, the degree of
exclusive content (for simplicity, we assume that consumers gain no additional value from accessing
the same content on multiple platforms). In this setting, we show that all market players prefer a
revenue-sharing contract that induces exclusive distribution through one platform.

For an intermediate initial level of exclusivity both singlehoming and multihoming equilibria may
occur when platforms set consumer prices (multiple equilibria). This results in a wide range of
SPE candidates. However, we show that for such intermediate levels of exclusives, all non—Pareto-
dominated SPEs involve complete consumer singlehoming, thus extending the insight of singlehoming
beyond only low levels of exclusivity.

In our model, we deliberately assume that the content provider announces an observable contract,
allowing both platforms to freely accept or reject the offer, with acceptance or rejection being pub-
licly observable (a reasonable assumption since platforms can easily monitor each other's content
catalogues). As a result, initially we do not consider contracts that explicitly grant exclusive distri-
bution rights to one platform. Interestingly, having established our results in this scenario, we then
demonstrate that the content provider weakly prefers not to include such exclusive rights, even if it
has the option to do so.%

While it is generally easy to observe whether content is distributed exclusively on a single platform or
made available across multiple platforms, the specific terms of the underlying wholesale contracts are
typically less transparent. Our model predicts that the nature of wholesale contracts — whether they
involve per-consumer payments or pure revenue sharing — depends on consumer homing behaviour.
The key distinction lies in whether platforms make marginal payments to content providers upon
acquiring new subscribers. If they do, the contract resembles per-consumer wholesale pricing; if not,
it aligns more with revenue sharing (or lump-sum fees).

In video streaming, platforms like Netflix typically operate under cost-plus contracts, covering pro-

duction costs plus a markup, with no marginal payments tied to subscriber growth (see e.g., Baldwin,

5The use of exclusivity rights is controversial. In the United States, we can consider case law that exclusive arrangement

in specifically sports broadcasting rights are presumptively legal. See e.g. the Spinelli v NFL case (Spinelli v. NFL,
2018). The European Commission is more sceptical, albeit has allowed some degree of exclusive rights to be sold.
Most notably in Europe is the 2003 EC decision on sale of broadcasting rights for UEFA Champions League. (See
European Commission, 2003). See Martimort and Pouyet (2024) for a discussion.
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2013, and Littleton, 2024). This aligns with our model’s prediction that revenue-sharing/lump-sum
fee contracts are optimal when platforms encourage multihoming.

Conversely, music streaming platforms like Spotify and Apple Music rely on the streamshare
model, which allocates payments to artists based on their share of total streams (Bender, Gal-Or
and Geylani, 2021; Alaei, Makhdoumi, Malekian and Peke¢, 2022; Spotify, 2025). At first glance,
the wholesale terms may resemble a revenue-sharing model. However, as outlined by Spotify (2025),
holding an artist’'s streamshare constant, the payment to the artist increases in the size of the
platform’s subscriber base. This structure effectively embeds a per-subscriber wholesale element,
consistent with the predictions from our model for markets with singlehoming and non-exclusive
content distribution.® We return to this issue in Section 2.5.

The remainder of the paper is structured as follows: Section 2.2 reviews the related literature,
Section 2.3 presents the model, Section 2.4 presents the equilibrium analysis, and Section 2.5 offers

concluding remarks. Proofs can be found in Appendix 2.A.1, unless otherwise specified in the text.

2.2 Related literature

In discrete choice models, such as Hotelling’s (1929) classical linear city, all consumers are assumed
to singlehome (i.e., subscribe to either HBO Max or Netflix, but not both). Drawing from the TV
distribution market, where consumer singlehoming has been common (consumers typically do not
subscribe to more than one cable-TV or satellite provider), Armstrong (1999) demonstrates that a
content provider benefits more from using a per-consumer wholesale price rather than a lump-sum
fee.” The content provider sets the per-consumer wholesale price such that both platforms accept
the offer. Consequently, the content provider does not want to include exclusive distribution rights
into the wholesale contract as long as the optimal wholesale contracting terms — a per-consumer
wholesale price — is used. The advantage of the per-consumer wholesale price over a lump-sum fee lies
in its effect on platform price competition: with a per-consumer wholesale price, platforms’ marginal

costs increase, softening competition, whereas a lump-sum fee leaves marginal costs unaffected.®

®There have been isolated instances where artists have temporarily withheld their music from Spotify. A prominent
example is Taylor Swift, who for a period chose not to distribute her music on Spotify, effectively granting exclusive
access to competing platforms such as Apple Music. However, she has since revised her strategy and now distributes
her music across all major streaming services (Bender et al., 2021). This shift suggests that non-exclusive distribution
represents the equilibrium strategy for artists.

"See also Harbord and Ottaviani (2001).

8Drouard (2022) consider exclusive versus non-exclusive distribution of content (using a lump-sum fee) to two vertically
differentiated platforms with some locked-in consumers, when consumers are allowed to multihome. They show that
if a large fraction of consumers are locked-in, platform competition is softened and the content provider prefers to
distribute the content through both platforms.
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Weeds (2016) shows that even when the content provider is vertically integrated with one of the
platforms, it offers its content to a rival platform under a per-consumer wholesale price in order to

9 If the content provider is restricted to use a lump-sum fee (equal

reduce platform competition.
to a revenue-sharing contract in our model), Armstrong (1999) and Stennek (2014) show that the
content provider is better off by including exclusive distribution rights (i.e., exclusivity is agreed upon
in the contract and is not the outcome of only one of the platforms accepting the offer from the
content provider).1°

Carroni, Madio and Shekhar (2024) analyze the impact of a ‘superstar’ content provider offering
exclusive content to one of two competing platforms.!! Alongside the superstar, a fringe of comple-
mentors decides whether to distribute their content exclusively or non-exclusively. The authors show
that exclusivity arises when platform competition is intense, since consumers become more responsive
to the superstar’s presence. This effect is amplified in a two-sided setting with cross-group network
effects. Their baseline model assumes consumer singlehoming and imposes a demand structure
that prevents platform foreclosure. By contrast, we demonstrate that under endogenous consumer
homing, no such restrictions are required: even with a ‘superstar’ content provider, platforms have
incentives to lower prices to induce consumer multihoming, which in turn prevents foreclosure.

The assumption of consumer singlehoming has become less reasonable for how people access TV
channels, music, films, and series. Today, widespread high-speed broadband — via fiber or mobile —
enables consumers to choose among numerous streaming services, and many subscribe to multiple
platforms offering distinct content catalogues. Recent literature highlights that when consumers are
allowed to multihome, and platforms seek to encourage it, competitive pricing strategies change
significantly. Our model builds on the work of Kim and Serfes (2006) and Anderson et al. (2017),
who extended Hotelling (1929)’s classical model to allow for endogenous consumer homing decisions
— where consumers choose to subscribe to either platform, both, or neither.

With multihoming, the 'incremental pricing principle’ applies, which means that prices reflect
the incremental value (or level of exclusives, i.e., non-overlapping content) that a platform offers.

Anderson et al. (2017) finds that for symmetric levels of exclusives, there is a unique singlehoming

equilibrium at low exclusivity levels and a unique multihoming equilibrium at high levels, with multiple

°In a dynamic setting, Weeds (2016) shows that a content provider might prefer to set a per-consumer wholesale price

to ensure that its content is distributed exclusively on its own platform.

Chai, Feng, Wang and Feng (2025) also analyse a Hotelling framework featuring one content provider and two
competing platforms, assuming that all consumers single-home. They show that the outcome regarding exclusive
versus non-exclusive distribution depends on the platforms’ installed consumer bases and the distribution of bargaining
power (a Nash bargaining game between the content provider and the platforms).

See also Shekhar (2021).
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equilibria at intermediate levels. Our analysis aligns with Anderson et al. (2017) by characterising a
full-fledged equilibria analysis with respect to platforms’ decision on consumer pricing (see also Jiang
et al., 2019, and Foros et al., 2024).12

With respect to wholesale contracting terms, we follow Armstrong (1999), who compare the
outcome under two types of contracts. Where Armstrong compare a unit wholesale price with a
lump-sum fee, we consider revenue-sharing instead of a lump-sum fee. The reason is that revenue
sharing is often used by digital platforms. However, we show that the outcome under a lump-sum
fee resembles the outcome under revenue-sharing contract in our model (Appendix 2.A.2).

Jiang et al. (2019) is closely related to our model, as they consider a content provider that
offers additional content to two platforms competing a la Hotelling, with consumers allowed to
multihome. Jiang et al. restrict their attention to wholesale contracts consisting of a lump-sum fee.
In our model, the content provider can choose between offering a revenue-sharing contract and a
per-consumer wholesale pricing contract to the platforms. This is crucial in our model and drives
the clear predictions regarding subgame perfect equilibria.

Like Weeds (2016), Wu and Chiu (2023) examine a scenario in which one of two competing
platforms has the option to provide its content to rival. Unlike Weeds, they allow for consumer
multihoming and show that that, under partial multihoming, the vertically integrated platform's
content will not be made available to the rival platform.

We assume that the incremental value for consumers of access to overlapping (non-exclusive)
content at both platforms is zero (e.g., having access to the same movie at both Netflix and
HBO provides no incremental value over having access just at one of them). Combined with the
conventional Hotelling assumption of market coverage, such that there are no consumers who are
not served by either platform, consumer multihoming kill all profits for the content provider under
non-exclusive distribution of its content.!3 This outcome may be altered if consumers have positive
incremental value from reaching the same type of content at both platforms (Anderson et al., 2017)
or by allowing for an uncovered market where there are consumers in the hinterlands of the platforms
that do not buy from neither of the platforms (Dyskeland and Foros, 2023).

We consider the value of the additional content offered by the content provider as exogenously
given. Under the assumption of consumer singlehoming, Stennek (2014) shows that if the content

provider includes exclusive distribution rights into the contract, the content provider's investments

2Kim and Serfes (2006) also analyse location incentives. Foros et al. (2024) also consider a one-sided market where
platforms collect their revenues from consumers, but where conventional network effects are present.

3Ly and Matsushima (2024) analyse a Hotelling model where consumers may multihome and platforms can use
personalised pricing.
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into content increase. Stennek (2014) considers bargaining over a lump-sum fee (see also D'Annunzio,
2017). Jiang et al. (2019) consider investment incentives when both platforms are free to accept or
reject the lump-sum fee offered from the content provider.1*

The assumption of complete consumer singlehoming is also prevalent in early contributions to the
literature on two-sided media markets. In these models, platforms generate revenues by selling their
singlehoming consumers as exclusive eyeballs to advertisers (Anderson and Coate, 2005; Dukes and
Gal-Or, 2003; Gal-Or and Dukes, 2003; Peitz and Valletti, 2008). The aforementioned papers by
Stennek (2014) and Weeds (2016) assume that the content provider collects ad revenues from all
consumers to whom its content is distributed. More recent literature on two-sided markets, however,
allows for consumers to access multiple platforms (Ambrus et al., 2016; Anderson et al., 2018; Athey
et al., 2018; Bakos and Halaburda, 2020; Belleflamme and Peitz, 2019; Haan et al., 2021; Jeitschko
and Tremblay, 2020).

The business model with platforms selling unlimited access to their content catalogues differs from
app stores and e-book stores, where each app or e-book from content providers are sold individually
to consumers. Moreover, in contrast to subscription-based platforms, platforms like Apple delegate
consumer pricing to content providers through the agency model in app stores and e-book stores (see
Gilbert, 2015; Abhishek, Jerath and Zhang, 2016; Boik and Corts, 2016; Johnson, 2017; and Foros
et al., 2017, among others). Bender et al. (2021) consider competition between a music streaming
platform (Spotify) and a digital music store, where the latter charges consumer per download, and

show how the streaming platform should set royalty scheme to attract artists.'®

2.3 Model

We consider a linear city a la Hotelling (1929) with two digital subscription-based platforms, i = 0, 1,
located at either end of a line with length one, Xy = 0 and X; = 1. The consumers are assumed to
be uniformly distributed between the platforms with a density equal to one. The level of non-exclusive
content, which is distributed by both platforms, is represented by n > 0, and ¢; > 0 represents the
level of exclusive content which is distributed only by platform 7. A consumer located at  who

singlehomes on only platform ¢ gets utility w;(z) = n+¢; — p; — t|X; — x|, whereas a consumer who

14Offering quality enhancing premium content is closely linked to offering a cost-reducing innovation analysed in the
patent licensing literature, where Katz and Shapiro (1986) and Kamien and Tauman (1986), among others, are
seminal contributions. To our knowledge, the patent licensing literature does not consider consumer multihoming in
a discrete choice model set up.

Gal-Or and Shi (2022) examines how a subscription-based platform can incentivise competing vendors (e.g., fitness
centres) to allow their services be provided through the platform's subscription.
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multihomes and consume both platforms gets utility u, = n + o+ &1 — po — p1 — t.

A consumer who singlehomes on platform i does not care about the distribution between n and ¢;,
only the sum n + ¢;; whereas the decision to multihome is dependent only on the incremental value
each platform adds, i.e. only &;. For simplicity, we assume that consumers who multihome get no
incremental value from having access to the same content at both platforms.1® The platforms charge
consumers p; > 0, and the transportation cost is ¢t > 0. We assume the initial level of non-exclusive
and exclusive content are given by n = n and g; = ¢ > 0, respectively; where n + ¢ is sufficiently
high to ensure market coverage (all consumers buy from at least one of the platforms).

A monopoly upstream content provider offers additional content for which the consumers have
an exogenously given willingness to pay A > 0. If both platforms buy access, we have n = n + A.
Without loss of generality, if only one platform buys access to A, we assume it will be platform 0.

Let us define:

A; € {0, A},

such that we have:

ep=€+ A; and g1 = €.

Hence, if only platform 0 buys access, A, = A, otherwise A, = 0.

The content provider makes an observable take-it-or-leave-it contract offer to the platforms.1”
The platforms independently decide to accept or not. The outcome is observable by all. With
respect to the structure of the wholesale contract, we compare two alternatives: (i) a revenue-sharing
contract, 6 € (0,1), where the acquiring platform(s) pays a (1 — @) share of its flow payoff to the
content provider; and (i) a per-consumer wholesale price, w > 0. We will study whether, and
when, both or either platform accepts the content provider's offer. Initially, we study the outcome
when the content provider's offer is available for both platforms to independently decide whether to
accept or not. Thereafter, we show that allowing the content provider to offer one platform exclusive
distribution rights does not qualitatively change the outcome.

Our model is a two-stage game and we find the subgame perfect Nash equilibria (SPE) by

backward induction. The stages are as follows:

1. Access pricing stage: the content provider sets wholesale terms of trade as a credible com-

8 Anderson et al. (2017) allow for positive incremental value to consumers from overlapping content. This will have
no impact on the qualitative results in the current model.

7In an extension (Section 2.4.4.4) we study the outcome when the platforms independently make a simultaneous
take-it-or-leave-it offer to the content provider instead, and we show that the outcome resembles the results from
the main model.
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mitment to an observable take-it-or-leave-it offer, and the platforms simultaneously decide

whether to accept or reject the offer;
2. Price competition stage: the platforms compete in prices for consumers.

We define:

and make the following assumptions:
Assumption 2.1. ¢ < e <E.
Assumption 2.2. A js positive, but arbitrarily small.

Assumption 1 ensures that consumer multihoming can arise as an equilibrium candidate, € > ¢,
and precludes the non-interesting case of complete multihoming, ¢ < €. Assumption 2 does not
qualitatively affect our results, but simplifies the exposition. In practice, for digital subscription-based
platforms like Spotify and Netflix, each newly released piece of content typically represents only a
small — and often negligible — fraction of the overall content catalogue's value. However, in Section

4.4 we relax Assumption 2. From Assumptions 2.1 and 2.2 it follows that ¢ < & < 2t.
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Figure 2.3.1. The singlehomer margin and the singlehomer-multihomer margins.

Demand under (partial) consumer multihoming: If some consumers are multihoming,
demand follows from the singlehomer-multihomer margins, which is determined by the location of
the consumer indifferent between buying from only platform i and from both platforms. The location
of the indifferent consumer, x;;, is determined by solving u; = w;(x). The demand of platform i is

then equal to (see Figure 2.3.1a):

DMH — g = 1—&;“—)9 . (2.1)
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Note that the platforms’ demand under consumer multihoming is independent of the rival's price,
pj, and level of exclusive content, ¢}, this reflects the ‘strategic independence’ result (Kim and Serfes,
2006; Anderson et al., 2017). The reason is that a decrease in p; (or increase in ¢;) does not affect
the number of consumers at platform 4, only that platform i’s “last” singlehomer is turned into a
multihomer (see the singlehomer-multihomer margins in Figure 2.3.1a)

We divide DM into two components, m + sM# . The number of multihoming consumers:

€o+€1 po+p1
m = —

; 1, (2.2)
and the number of singlehoming consumers:
sMH — | X; — 25| =1 — gj%pj
The condition to ensure that least some consumers singlehome follows from eq. 2.2:
t < (e0+e1)— (po+p1) <2t (2.3)

where the first inequality follows from m > 0 and the second follows from m < 1.
Demand under consumer singlehoming: If m < 0, all consumers singlehome, and demand
follows from the conventional Hotelling model's indifferent-singlehomer margin, the location of the

consumer indifferent between either platform, ug(x) = u;(z) (see Figure 2.3.1b):

1 E: — € Di — P
DFff = el = Xi| = g+ =gt - B 24

From the assumption of market coverage, the non-exclusive content level, n, does not affect

demand, neither under multihoming, DM nor singlehoming, D7 .

Profits: The platforms’ stage 2 flow payoffs are:
mi(pi, pjlei) = mi(pispj) = (pi — ¢) Di(pis pj),

and 07;(p;, pj, ;) are their profits. ¢; € {0,w} represents the per-consumer wholesale price, which
becomes a marginal cost for the platforms. If the platform accepts an offer from the content provider
which uses a revenue-sharing contract we have that ¢; = 0 and 6 < 1; if the contract is a a

per-consumer wholesale price, we have ¢; = w and 6 = 1. Note that we set all other marginal
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costs to zero for both platforms and the content provider, which reflects the reality for many digital

platforms.

2.4 Analysis

2.4.1 Consumer pricing (stage 2)

The platforms compete for consumers in prices, their stage 2 objective is to maximise flow payoff:

aMH = (p; — ¢;) DM under multihoming,
max 7 (pi, pjlci) = (255)
' o = (p; — ¢;) DT under singlehoming.
Let us first find the equilibrium candidate under the assumption of (i) partial consumer multihoming
(0 < m < 1), and then (ii) complete consumer singlehoming. Thereafter, we find the condition
which ensures that no platform has an incentive to deviate from the equilibrium candidate.
Assumption of consumer multihoming: From d7M* /9p; = 0, we find the equilibrium multi-

homing candidate:18

pMH = QTJFQ and 7M1 W (2.6)

Due to the strategic independence result (Kim and Serfes, 2006; Anderson et al., 2017) it follows
that the reaction functions are identical to the equilibrium price candidate.

Assumption of consumer singlehoming: From 972 /9p; = 0, we find the reaction function
of platform i under consumer singlehoming:

t—l—(z—:i—z-:j)—l—pj—l—ci

PP (pj) = 5

The equilibrium singlehoming candidate becomes:

(Ei — Ej) + 2¢; + Cj
3

(375 + (Ei — Ej) — (Ci — Cj))2

and 771 = 18t

pif =t + (2.7)

Equilibria: Even if ¢ > ¢ is fulfilled, such that some consumers want to multihome if the
platforms set prices pM#, the platforms may individually have incentives to increase their price

to induce complete consumer singlehoming. By the same token, if &; becomes sufficiently high,

8The levels from Assumption 2.1 follows from inserting the equilibrium candidate multihoming prices (eq. 2.6) into
the multihomer condition (eq. 2.3).
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platforms may deviate from pr to induce consumer multihoming.

Under the multihoming candidate equilibrium, the deviation price of platform i is found by inserting
péuH into the singlehoming reaction function, p{ (p;). However, for the equilibrium singlehoming
candidate, due to the strategic independency result, the deviation price is equal to the equilibrium
candidate price (see eq. 2.6).

The conditions that ensure our consumer multihoming and singlehoming equilibria are, respectively:

M — a1 (2T (p}™), p}) > 0 iff e > enrp,

>0 iff ¢ < 9H.

Platform 0 has stronger deviation incentives than platform 1, such that the binding constraints are
platform 0's. The formal expression are shown in Appendix 2.A.1 and their approximate values under

Assumption 2.2 are:

emu ~ 1.09t 4+ 0.45¢o + 0.55¢1,
(28)

e ~ /2t + 0.53¢o + 0.47¢y.

As will become clear in the analysis, these expressions will simplify to e375 &~ 1.09¢ and 57 ~ /2.

SH

Since e“H — g)r7 > 0 we have an interval with multiple equilibria.® We have:

Lemma 2.1. 1. Unique partial consumer multihoming equilibrium: p}' = (e + A. + ¢o)/2 and

pMH = (¢ + ¢1)/2 is a unique stage 2 Nash equilibrium if 5% < ¢ < &.

2. Unique consumer singlehoming equilibrium: ps# =t + A./3 4+ (2¢co + ¢1)/3 and p7H =
t — A:/3+ (co+ 2¢1)/3 is a unique stage 2 Nash equilibrium if e < eprp.

3. Multiple equilibria: both equilibria (1) and (2) exist for the interval epp < e < e9H.

The proof is given in Appendix 2.A.1. Figure 2.4.1 illustrates the thresholds, given Assumption
2.2.

EMH gSH g

4
1

1.09¢ 1.4¢ 2t €

I

£
* }
0 t
Figure 2.4.1. The critical values, for A ~ 0 and ¢; ~ 0. lllustrative figure, not to scale.

As a preliminary insight, it is straightforward to check that in the absence of the content provider

and A, the consumer multihoming Nash equilibrium is Pareto-dominated by the consumer single-

®We follow Anderson et al. (2017). See also Jiang et al. (2019) and Foros et al. (2024).
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homing Nash equilibrium for ¢ < ¢#. This means that even if there are multiple equilibria for
evm < e < e both platforms are better off under consumer singlehoming. In the sequel (below)

we show that this result extends beyond this simple benchmark.

2.4.2 Access pricing (stage 1)

We can immediately rule out the case where the content provider makes an offer which neither
platforms will accept as a SPE. To illustrate this, consider a case where a revenue sharing contract
is used. If & > 0, and neither platform accepts the offer, the content provider would be (strictly)
better off by increasing 6 — i.e. taking a smaller cut of the revenue — to induce accept from at least
one of the platforms. The same argument applies under per-consumer wholesale pricing.

We first consider outcomes assuming that the content provider offers a revenue sharing contract,
then we will consider outcomes assuming the content provider offers a per-consumer wholesale price,

and lastly we will consider which wholesale contract the content provider prefers.

2.4.2.1 A revenue sharing contract

Let us begin with the intervals where we have a unique Nash equilibrium at stage 2 (see Lemma
2.1). If ¢ > 5 we have a unique stage 2 equilibrium with consumer multihoming. The content
provider prefers to set 6 as low as possible, in order to maximise its own profits. However, if 6 is
too low, the platforms will not find it worthwhile to accept the offer from the content provider. The
content provider can only ask for the surplus the content A generates to the platforms. In order to
set 6 such that both platforms accept the offer, the minimum share they can offer is the one where
platform 1 is indifferent between both platforms accepting the offer and only the rival accepting the
offer:

O TH=0 > pMH=A — g — pMH=0 =1, (2.9)

This follows from the incremental pricing principle (Kim and Serfes, 2006; Anderson et al., 2017); if the
incremental value of overlapping content is zero to multihoming consumers, the platform’s willingness

GMH=0 — 1. Consequently, inducing both platforms to

to pay for non-exclusive content is zero, i.e.,
accept the offer requires eliminating all profits for the content provider; mcp(M7=9) = 0.
If the content provider wants to induce only platform 0 to accept the offer under consumer

multihoming, the lowest level of 6 the content provider can set follows from:

2
GrifH-A 5 (MH-0 _, g _ gMH-A _ (afiA)Q’ (2.10)
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which is less than 1 for A > 0. Thus, the content provider is better off by inducing only platform 0

to accept the offer under consumer multihoming. This gives following net profits:

eMHfAﬂ_(])V[H—A _ W{\/[H—A _ Zj and ﬂ_CP((gMHfA) _ A2€Z; A

If € < enrp, we have a unique stage 2 equilibrium with consumer singlehoming. The lowest 6 the

content provider can set which ensures that both platforms accept the offer follows from:

3t — A)?
Hﬂ_ingO > ﬂ_AlSHfA — = HSH_O = ( 9t2 ) 7 (211)

which gives net profits:

s-0_sH—o _ (3t—A)? SH—0 6t — A
0 U 181 and 7TCP(9 ) 97

Alternatively, for the content provider to induce only platform 0 to accept the offer, the revenue

sharing follows from:

9¢2
eﬂ_gH—A > pSH=0 — g = gSH-A = G (2.12)

which gives net profits:

P 18t

t t—A)? t+ A
gsH-apsn—a _ L sn-a 3 ) and rop(05H-2) = P 1;

We have that:

2t — A
6t

1op(05770) — mep(05H-4) = A >0, if 2t > A. (2.13)

Recall that € > ¢ and ¢ < 2t by Assumption 2.1. It follows that that under consumer singlehoming,
the content provider prefers to offer a revenue sharing contract such as to induce both platforms to
accept.

We have the following result (see Appendix 2.A.1 for proofs):

Proposition 2.1 (Subgame perfect equilibria). Suppose the content provider uses a revenue sharing

contract:

1. 90 < ¢ < E: we have a unique SPE outcome where only platform 0 has access to A and where
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some consumers multihome. The platforms’ prices are pé‘“fﬁA =(e+ A)/2,pin*A =¢/2,

and the revenue share is given by M7 =4 = 2 /(e + A)2.

2. 0 < e <epyp: we have a unique SPE outcome where both platforms have access to A and

consumers singlehome. The platforms’ prices are p>™ =0

Z =t and the revenue share is given by
05H=0 = (3t — A)2/(9t?).

3. ey < e < e : we have multiple SPE outcomes, including the SPEs from (1) and (2).

Proposition 2.1 has an interval with multiple SPEs for intermediate values of ¢ as subgame
perfection (only) requires that at any point in the game, the player's action will lead to Nash
equilibrium of the following game, i.e., the subgame, no matter what the earlier actions were.

Without further restrictions on the equilibrium concept, Proposition 2.1 is mute on which SPE will
be played. By restricting attention to SPEs in which all players do not weakly prefer another SPE,
i.e., SPEs that are not Pareto-dominated, we are able to make clearer predictions for intermediate
values of ¢.

This is formally stated in the next proposition (and proven in Appendix 2.A.1).

Proposition 2.2. Assume ey < & < 51 (multiple equilibria exist) and that the content provider
uses a revenue sharing contract. All SPE outcomes that are not Pareto-dominated involve complete

consumer singlehoming.

Proposition 2.2 implies that the insight about consumer singlehoming in Proposition 2.1 extends
beyond e)75. When restricting attention to SPEs in which all players do not weakly prefer another

SH

SPE, all equilibrium outcomes involve singlehoming for £ below £°*, i.e., also for intermediate values

of e.

2.4.2.2 Per-consumer wholesale price

If ¢ > 9" (Lemma 2.1), we have a unique stage 2 equilibrium where some consumers multihome.
The content provider needs to ensure that only platform 0 accepts the offer, as with a revenue

sharing contract.?® The highest w platform 0 accepts follows from:

o H=A(w) > 7 70(0) = w=wMI"2= A (2.14)

DJt's easy to verify that in order to attract both platforms to accept the offer, the content provider would have to set
w = 0.
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The content provider's profits are Wg;I*A(wMH_A) = w(A+e—w)/(2t), where 87rgIPH*A/8w >

0if w < (A+¢)/2. This clearly holds under Assumption 2.2, such that the content provider chooses

to set w74 = A. Net profits are:
€ €
ﬂéVIH_A(wMH’A) = W{MH_A = and mop(wMH—4) = A%.

If e < eprg (Lemma 2.1), we have a unique singlehoming stage 2 equilibrium. The equilibrium
resembles Armstrong (1999), who assumes that all consumers singlehome. It is a dominant strategy
for platform i to accept the offer as long as w < A. The content provider wants the highest possible
wholesale price, such that under singlehoming we have w3H=0 = yMH-4 — A 3nd the net profits
are:

RSH=0(y,SH-0y _ g and mep (wIH0) = A, (2.15)

7
This gives us the following proposition (whose proof can be found in Appendix 2.A.1):

Proposition 2.3 (Subgame perfect equilibria). Assume that the content provider uses a per-consumer

wholesale price contract:

1. 90 < ¢ < : we have a unique SPE outcome with partial consumer multihoming where only
platform 0 has access to A at a per-consumer wholesale price, wM7=2 = A. The platform

prices are pi H=A(wMH=2) = (¢ + A) /2 4+ A/2 and p)'H = /2.

2. 0<e<epnpy: we have a unique SPE outcome with full consumer singlehoming where both

platforms accept the offer from the content provider at w"H =9 = A. The platform prices are

piH O (wSH=0) =t 4+ A,

3. emm <e < e : we have multiple SPE outcomes, including the SPEs from (1) and (2).

Interestingly, even though the formulas for the thresholds e, and e depend on the per-
consumer wholesale prices offered by the content provider (see eq. 2.8), in the equilibria described
in (1) and (2) of Propositions 2.1 and 2.3 these expressions simplify and the threshold values are the
same for both the per-consumer wholesale price and the royalty sharing scheme.

Similarly to the case of revenue sharing contracts, without further restrictions on the equilibrium
concept, Proposition 2.1 is mute on which SPE will be played for intermediate values of €. By
restricting attention to SPEs in which all players do not weakly prefer another SPE, i.e., SPEs that
are not Pareto-dominated, we are able to make clearer predictions for intermediate values of ¢

This is formally stated in the next proposition (and proven in Appendix 2.A.1).
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Proposition 2.4. Assume ey < € < e%H (multiple equilibria exist) and that the content provider
uses a per-consumer wholesale price. All SPE outcomes that are not Pareto-dominated involve

complete singlehoming by the consumers.

As in the case of revenue sharing, Proposition 2.4 implies that the insight about consumer
singlehoming in Proposition 2.3 extends beyond e, also in the case of per-consumer wholesale
price. When restricting attention to SPEs in which all players do not weakly prefer another SPE, all

SH

equilibrium outcomes involve singlehoming for ¢ below £°, i.e., also for intermediate values of «.

2.4.3 Contracting implications

The vertical contracting partners, the content provider and one or both of the platforms, have
conflicting interests with respect to how to split the surplus generated from the content offered by
the content provider. The content provider prefers 6 as low as possible (w as high as possible), all
else equal. The platform(s) prefer a high 6 (low w), all else equal. However, the contracting partners
may align when it comes to the format of wholesale terms of trade, the choice between revenue
sharing or a per-consumer wholesale price.

As shown by Armstrong (1999), under the assumption that all consumers are singlehoming, the
content provider is better off under a per-consumer wholesale price compared to a fixed lump-sum
fee. The outcome is the same if a lump-sum fee is replaced with a revenue-sharing scheme, as in
our model (see Appendix 2.A.2):

3t+ A

mop(w=0) — 7op(#5H70) =A o

Under consumer singlehoming, platforms are also better better off under this outcome:

SH=0(ySH-0) _ gSH-07 810 _ A6t1;tA~
Consequently, for a low initial level of exclusives, ¢ < ej7p7, where we have a unique SPE outcome
where consumers singlehome, the theoretical prediction is that we will observe a per-consumer
wholesale price, set such that both platforms accept the offer. The intuition is simply that a per-
consumer wholesale price softens price competition between the platforms. In a Hotelling model
with market coverage, there is a complete pass-through of the wholesale price, w79 = A, and

the content provider captures the gain from higher consumer prices. In contrast, under a revenue
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sharing scheme (or a lump-sum fee), there is no such price softening effect.
In contrast, in an SPE outcome with partial consumer multihoming, the content provider is better

off under a revenue sharing scheme:

2
wMHfA) A

mep(@MH2) — mop( =—,
4t
while the platforms are indifferent:
MH-A_MH-A wH _ € MH—A(, MH—A MmH _E
0 N =m =y and (w y=m 7 = e

Consequently, for a high number of exclusives, ¢ > &1

, where we have a unique endogenous
multihoming SPE outcome, the theoretical prediction is that we will observe a contract with revenue
sharing and that only one platform accepts the offer. All contracting partners, the content provider and
one of the platforms, are (weakly) benefiting from this. The intuition is that a per-consumer wholesale
price increases the consumer price set by platform 0. As a consequence, the “last” multihoming
consumers are turned into singlehomers on platform 1, such that demand for platform 0 is reduced
as w increases. The total incremental value the content provider can capture is lower than under a

revenue sharing scheme, where the per-consumer wholesale price (marginal cost) is zero.

To summarise about unique subgame perfect equilibria:?!

Lemma 2.2. If all contracting parties achieve the structure of the wholesale contract they all

individually prefer, we have:

1. e < epp: unique SPE outcome with consumer singlehoming, and non-exclusive distribution

with a per-consumer wholesale price contract,

2. ¢ > %1 unique SPE outcome with partial consumer multihoming, and exclusive distribution

with revenue sharing contract.

Let us turn to the interval ey < e < &5H |, where multiple SPE outcomes exist. To make some
progress, we will, as in Propositions 2.2 and 2.4, apply the concept of Pareto-dominance and only
focus on SPEs that are not Pareto-dominated by other SPEs. When comparing ex ante profits for

both the content provider and the platforms (details in Appendix 2.A.1), we find the following result:

The proof follows directly from the analysis in the main text.
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Lemma 2.3. Foreyy <e < &% if all contracting parties achieve the structure of the wholesale
contract they all individually prefer and we exclude SPEs that are Pareto-dominated, we have the

following:

1. in all SPEs involving non-exclusive distribution, a per-consumer wholesale price contract is

preferred,
2. in all SPEs involving exclusive distribution, a revenue-sharing contract is preferred.

If we allow for the conditions used in Lemma 2.3, our model provides clear-cut predictions. For
e < %M in all SPEs involving non-exclusivity we should observe per-consumer wholesale prices. For
low enough values of ¢ (¢ < eprpr) there is a unique SPE, which involves non-exclusive distribution
of A and a per-consumer wholesale price. For € > ep/g, in all SPEs involving exclusivity we should
observe revenue-sharing schemes. For high enough values of ¢ (¢ > %) there is a unique SPE,
which involves exclusive distribution of A and a revenue-sharing scheme.

We summarise our results (Lemmas 2.2 and 2.3) in the following proposition:

Proposition 2.5. If all contracting parties achieve their preferred structure of the wholesale contract

and we exclude SPEs that are Pareto-dominated:

1. in all SPEs with non-exclusivity, all parties prefer a per-consumer wholesale price contract.

Such SPEs exists for all ¢ < e5H and the SPE is unique if € < exm,

2. in all SPEs with exclusivity, all parties prefer a revenue-sharing contract. Such SPEs exists for

all ¢ > eyrg and the SPE is unique if ¢ > 51

We further elaborate on how these predictions align with observed practices in digital subscription-

based platform markets in Section 2.5.

2.4.4 Extensions and robustness

2.4.4.1 Exclusive distribution rights

We have so far focused on take-it-or-leave-it wholesale contracts offered by the content provider where
both platforms decide whether to accept or reject the offer. Let us now allow the content provider
to offer exclusive distribution rights to one of the platforms. We still assume that Assumptions 2.1
and 2.2 hold.

Under consumer multihoming, exclusive distribution rights are unnecessary. The content provider

can set wholesale terms in a way that ensures only one platform accepts the offer, even without
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granting exclusivity rights. As demonstrated earlier, the content provider benefits more from using
a revenue-sharing contract rather than a per-consumer wholesale price, allowing it to capture the
entire incremental value it provides. Therefore, the outcome remains the same whether the content
provider includes exclusivity in the contract or not. In other words, exclusive distribution rights are
not required when there is partial consumer multihoming.

Under consumer singlehoming, from previous literature we can deduce that exclusive distribution
rights will only be used if the content provider is restricted to use a lump-sum fixed fee (equivalent
to a revenue sharing contract in our model). Under a lump-sum fee, Jiang et al. (2019) show that
the lump-sum fee is set such that both platforms accept the offer without exclusive distribution
rights (this holds as long as A < 2t). As shown by Stennek (2014) and Armstrong (1999), the
content provider cannot realise the outcome that maximises total channel profit, such that the
content provider would have been better off by using exclusive distribution rights under a lump-sum
fixed fee. However, Armstrong (1999) shows that if the content provider has the ability to choose
between a lump-sum fee and a per-consumer wholesale price, the content provider would be strictly
better offer by using per-consumer wholesale pricing that does not include exclusive distribution
rights (see further discussion in Section 2.2 above). Consequently, allowing the content provider to

use a wholesale contract that includes exclusive distribution rights does not alter our results.

2.4.4.2 Market foreclosure of the inferior platform

So far, we have restricted attention to where A is positive, but arbitrary small (Assumption 2.2). We
now relax this assumption and consider the effect on the participation constraint, before we provide
a fuller equilibrium analysis in Subsection 2.4.4.3. We may think of a high A as a ‘superstar’ content
provider like Taylor Swift. A concern is that exclusive distribution of A through platform 0 may
cause foreclosure of platform 1 from the market when A is sufficiently high.

Under per-consumer wholesale pricing, we know that the per-consumer wholesale price is equal to

the value of the content, A, also if only platform 0 has access, w*7~4 = A. From equation (2.7),

we then have pISH*A =t and ﬂfH*A = t/2, such that platform 1 is not foreclosed from the market.
The reason is that the marginal cost of platform 0, wSH=4 = A increases in A, such that platform

0 increases its price (recall the complete pass-through in the Hotelling-model).
In contrast, under a revenue sharing contract, we have pr*A =t— A/3 and wa*A =

(3t — A)2/(18¢), if only platform 0 has access to A. The participation constraint for platform 1 then
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requires:

=4 >0 = A <3t

However, from above we have that under endogenous homing, we need that 0 < ¢ < 5 to have
a singlehoming equilibrium, where 5 ~ 1.4t — 0.53A. From this we can directly conclude that

under endogenous consumer homing, we have:

Proposition 2.6. The market participation constraint from the classical Hotelling model is never
binding when platforms are free to drop their prices to induce multihoming. The platform with less
exclusives (platform 1), will not be driven out of the market under endogenous homing. This holds

both with a per-consumer wholesale contract and a revenue sharing contract.

Proposition 2.6 shows that when allowing platforms to endogenously attempt to reach multi-
homers, the corner solution (market foreclosure of the inferior platform) does not arise in equilibrium.
Consequently, the classical Hotelling model with an assumption of complete singlehoming exaggerates
the concern of foreclosure of the inferior platform. Before the asymmetry in exclusives reaches the
level where the market participation constraint is binding, the platforms choose to drop prices to
induce multihoming. This makes the equilibria analyses more clear-cut, since all foreclosure outcomes
under singlehoming will not be part of an equilibria.?? In the next subsection, we provide further

details related to the case of larger A, i.e., where Assumption 2.2 is relaxed.

2.4.4.3 SPE analysis for larger values of the incremental content

Throughout the main analysis we have imposed the assumption that A is arbitrarily small (Assumption
2.2). This has greatly simplified the analysis. In this subsection, we relax that assumption and show
how our main results extend to the case with larger values of A. However, we will maintain that

there is an upper limit to the value of A and replace Assumption 2.2 by the following Assumption:
Assumption 2.3. 0 < A < (V2 + 1)t =~ 2.41¢.

In this section we first show that for (relatively) small values of &, there is a unique SPE in
which both platforms buy content and consumers singlehome. Furthermore in this scenario, the
content provider and platforms prefer contracts with a per-consumer wholesale price compared to a

revenue-sharing contract.

2 Jiang et al. (2019) provide a comprehensive analysis of the outcome, also under the corner solution where the market
participation constraint is binding under singlehoming.
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Proposition 2.7. Fore < ey (A) =2((vV2+ 1)t — A)/(V2+ 3), there is a unique SPE outcome

in which both platforms buy access to A and set prices to induce consumer singlehoming. The
SH—-0

i

SH—-0 _ A

platforms’ prices are p (w9 =0) =t 4+ A, and the per-consumer wholesale price is w

This proposition generalises the insights from the previous analysis:?> when the initial level of
exclusives is sufficiently low, the unique SPE involves consumer singlehoming and non-exclusive
distribution of the content. This holds both with per-consumer wholesale pricing and revenue sharing.
The equilibrium prices are the same as in Proposition 2.1 (part 2) for revenue sharing, and Proposition
2.3 (part 2) for per-consumer wholesale prices. The intuition for low values of exclusives from the
previous analysis thus carries over when we relax Assumption 2.2 to Assumption 2.3.

Notice, however, that the threshold under which this is the unique SPE follows from the same
condition as in the previous analysis (eq. 2.8), but where A is no longer negligible. Under Assumption
2.3, the formal analysis becomes slightly more complex as the homing-outcome threshold when both
platforms buy access to A is different from the case when only one platform buys access. In the
former case, the additional level of exclusives is unaffected by the decision to buy access to A
and we therefore denote the threshold when both buy content (and neither platform get increased
incremental value to consumers) as e3/7(0) to distinguish it from the threshold in the case where
only one platform buys access to A, which we denote 77 (A).

Similarly, the next proposition generalises the insights for large values of ¢, i.e., when the initial

value of exclusives on the two platforms is large.?*

Proposition 2.8. For ¢ > ¢°1(0) = \/2t, there is a unique SPE in which only one platform buys
access to A and consumers multihome. The platforms’ prices are p84 H-A _ (e+A4)/2, le\/f H-4 _

/2, and the revenue sharing follows from OMH=4 = 2 /(c + A)2.

This proposition generalises the insights from the previous analysis for the case when the initial
level of exclusives is high enough: the unique SPE involves multihoming and only one platform
buy access to the content, both under per-consumer wholesale pricing and revenue sharing. The
equilibrium prices are the same as in Proposition 1 (part 1, for revenue sharing) and Proposition 2
(part 1, for per-consumer wholesale prices) and the intuition for low values of exclusives from the
previous analysis carries over when we relax Assumption 2 to Assumption 2.3.

As can be seen in Appendix 2.A.3, for intermediate values of initial exclusives (epp(A) < e <

BIn particular, Proposition 2.1, Proposition 2.3, and Lemma 2.2. The proof is a straightforward generalisation of
Lemma 2.2 part (i) and follows directly from the analysis in the main text in front of Lemma 2.2.

%This proof is a straightforward generalisation of Lemma 2.2 part (ii) and follows directly from the analysis in the
main text in front of Lemma 2.2.
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£9H(0)) the analysis is more complex and allows for multiple SPE. However, similar to the main
analysis, the SPE described in Proposition 2.7 remains a SPE for all ¢ < ¢#(A) and the SPE

described in Proposition 2.8 remains a SPE for all £ > ¢35 (0).

2.4.4.4 Take-it-or-leave-it offer from platforms

In the main analysis, we assumed that the content provider makes the wholesale-price offer to
the platforms. In this extension we show what happens in the opposite case where the platforms,
independently but simultaneously, makes take-it-or-leave-it offers to the content provider. This setup
may be more realistic for many digital subscription-based platform markets. In this framework, the
content provider's role is limited to either accepting or rejecting each platform's offer. Our analysis
focuses specifically on two cases: one where all consumers singlehome and another where a fraction
of consumers multihome. As a result, we do not provide a comprehensive analysis of consumer
homing behaviour as in the basic model.

Let us first consider the case where a fraction of consumers multihome. With a revenue sharing
contract, it is straightforward to check that there is one equilibrium with non-exclusive distribution,
where Hé\/[H_O = Hf\/IH_O = 1; the content provider's profit is zero and the platform profits equal the

one where they do not distribute A. All other equilibria involve the content provider only obtaining

one offer (which, as previously, we will assume is platform 0). As shown in Appendix 2.A.4, all

values of 6 > (EfA>2 are equilibria prices for which A is distributed exclusively to platform 0. The
equilibrium with non-exclusive distribution is Pareto-dominated by all the equilibria with exclusive
distribution. Qualitatively, the outcome therefore resembles the outcome in the basic model.

For per-consumer wholesale prices, the same analysis (see Appendix 2.A.4), yields one equilibrium

with non-exclusive distribution equilibrium with w}/7=0 = ¢}H=0

= 0 and multiple exclusive
distribution equilibria for 0 < wéWH*A < A and where platform 1 does not make an offer. The
equilibrium with non-exclusive distribution is Pareto-dominated by the all the equilibria with exclusive
distribution. Therefore, also in the case of per-consumer wholesale prices, our results qualitatively
resemble the outcome in the basic model.

When turning to the case of singlehoming, similar arguments (details in Appendix 2.A.4) allow
us to conclude that qualitatively, the outcome resembles the outcome in the basic model: both

: : : 2 :
platforms will offer contracts to the content provider (with 6 > (%) or w < A) and content will

therefore be distributed non-exclusively on both platforms with both types of contracts.
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2.5 Discussion and concluding remarks

We examine the structure of wholesale contracts between a digital content provider and competing
distribution platforms that offer subscription services granting unlimited access to their content
catalogues. Our analysis focuses on the conditions under which such contracts endogenously lead to
either exclusive or non-exclusive distribution of an additional piece of content provided by the content
provider. Consumers’ homing decisions are fully endogenous, allowing platforms to strategically
choose whether to encourage singlehoming or multihoming.

In markets with a low initial level of exclusivity, both the content provider and the platforms
prefer a per-consumer wholesale pricing model, which supports non-exclusive distribution. Under
this structure, platforms set subscription prices that induce all consumers to singlehome. Conversely,
in markets characterised by a high degree of exclusivity, all market players favours a revenue-sharing
contract, which results in exclusive distribution of the addition content on one platform. In this case,
platforms set subscription prices that lead some consumers to multihome. For intermediate levels of
exclusivity, recent literature has shown the existence of multiple equilibria — some featuring complete
consumer singlehoming and others consumer multihoming. This results in a broad set of potential
subgame perfect equilibria (SPE) outcomes in our model, where wholesale contracts are agreed upon
before platforms compete for consumers. Nonetheless, we demonstrate that for these intermediate
cases, all non—Pareto-dominated SPEs involve complete consumer singlehoming, thereby extending
the relevance of consumer singlehoming outcomes beyond markets with only low levels of exclusivity.

Our results suggest the presence of a snowball effect. In markets with initial low levels of exclusivity
— such as music streaming, where consumers tend to singlehome — new releases are more likely to
be distributed non-exclusively. This is consistent with what we observe for music streaming. All
else equal, market participants benefit more from per-consumer wholesale pricing than from revenue-
sharing or lump-sum contracts in these settings. In contrast, in markets with high initial levels
of exclusivity — such as film and video streaming platforms, where at least some consumers are
induced to multihome — new releases are more likely to be distributed exclusively. In such cases,
revenue-sharing or lump-sum contracts tend to be more advantageous for market players.

A central concern is that exclusive distribution of premium or “superstar’ content may lead to
market foreclosure, whereby the platform without access to such content is driven out of the market.
However, we demonstrate that in the Hotelling framework, the market-participation constraint is
never binding when platforms are free to adjust prices to incentivise multihoming. As a result, the

inferior platform — defined as the one with fewer exclusives — remains viable in the market. This
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finding holds under both per-consumer wholesale pricing and revenue-sharing contracts. Thus, the
classical Hotelling model, when coupled with an assumption of complete singlehoming, tends to
overstate the foreclosure risk. Before exclusivity disparities reach a threshold where participation
constraints would bind, platforms find it optimal to lower prices and induce consumer multihoming.

While our model assumes only one content provider, we believe the insights extend to settings with
multiple content providers. Content providers to subscription-based platforms do not offer essential
inputs necessary for platforms to be in the market. The content provider offers a piece of unique
content that the platforms can include into their content catalogues (a new song or a new movie,
for instance). Moreover, in contrast to traditional retail, digital platforms offering unlimited-access
subscriptions face no shelf-space constraints. As a result, content providers do not compete directly
for inclusion in a platform’s catalogue — a new song or film can be added without displacing existing
content. However, as catalogue size grows, competition for consumer attention, which remains
limited may increase from content provider' perspective. Subscribers can only consume one piece of
content at a time.

How do our model’s predictions on wholesale contracts correspond to observed practices in digital
platform markets offering “all-you-can-eat” subscriptions to consumers? We compare two polar forms
of wholesale contracts: a per-consumer wholesale price and a revenue-sharing contract. The key
qualitative distinction lies in whether the contract entails a marginal payment to the content provider
by the platform upon acquiring an additional subscriber. If such a marginal payment exists, the
contract incorporates features of per-consumer wholesale pricing. If not, it more closely resembles a
revenue-sharing contract (or a lump-sum fee) in our model.

Let us start with platforms that promote consumer multihoming, such as movie and series
streaming platforms. In its early stages, Netflix encouraged consumers to subscribe in addition to
their existing TV packages from cable or satellite providers. Netflix's first flagship exclusive original,
House of Cards, launched in 2013, involved an upfront payment to the content provider (MRD) of
approximately $3.8 million per episode Baldwin (2013). Netflix and other video streaming platforms
continue to use what is known as a “cost-plus model,” in which the platform covers production costs
plus a margin — typically 10% to 20%, or higher — for the content provider (see, e.g., Littleton, 2024).
As a result, there is no marginal wholesale cost associated with acquiring an additional subscriber.
This aligns with our model’s predictions: in settings characterised by consumer multihoming, market
participants are better off avoiding per-consumer payments from platforms to content providers.

Music streaming platforms such as Spotify and Apple Music offer relatively little exclusive content,

limiting the incremental value of multihoming for consumers. As a result, platforms primarily compete
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through pricing strategies aimed at business stealing rather than enhancing the incremental value
from multihoming. The dominant wholesale contract in music streaming is the streamshare model,
where payments to artists are based on their share of total streams on the platform (Bender et al.,
2021; Alaei et al., 2022; Spotify, 2025). This raises a key question: does the streamshare model
imply a marginal payment to the content provider — i.e., the artist or label — when a platform, such
as Spotify, acquires an additional subscriber?

In our model, the answer is yes. The total size of a platform’s content catalogue is defined as
the sum of non-exclusive (n) and exclusive content (¢), i.e., v = n + . Under the assumption of
consumer singlehoming, the composition of the catalogue — the relative share of exclusive versus
non-exclusive content — does not matter. Furthermore, in our model, consumers are homogeneous
in how the overall catalogue size (v), and any marginal addition (A), contributes to their utility.
An artist’s streamshare is then given by A/v. When a platform gains an additional subscriber, the
number of streams for the artist contributing the marginal content (A) increases, resulting in a
marginal payment from the platform to the artist. Therefore, the streamshare model employed by
music streaming platforms incorporates elements of a per-consumer wholesale pricing structure.?

Spotify (2025) illustrates that even when an artist’s streamshare remains constant — i.e., holding
AJv fixed — the total payments to the artist increase as the platform’s subscriber base expands, see
Figure 2.5.1. This highlights a key feature of the streamshare (pro-rata) model: marginal payments
to content providers (artists) are driven not only by relative consumption but also by the scale of the
platform. This mechanism underscores the presence of a per-subscriber wholesale component even
though they are typically referred to as a revenue-sharing model in the industry.26

The evolution of how traditional TV channels are distributed offers another insightful example.
Until recently, the dominant model involved cable and satellite-TV providers offering “all-you-can-eat”
subscriptions to bundles of TV channels — content catalogues. Content providers, in this context, were

broadcasters who sold access to their channels to these distribution platforms. Even when consumers

Bt is important to note that a key feature of these markets is consumer heterogeneity in usage intensity. In the context
of music streaming, for example, some consumers may stream only a few hours per month, while others stream
several hours each day. This variation in consumption is characteristic of all “all-you-can-eat” subscription models,
whether in digital streaming services, gym memberships, or even pizza buffets. This is not taken into account in
our model. In the context of music streaming, Alaei et al. (2022) examine two types of wholesale contracts that
account for consumer heterogeneity in both total consumption and how consumption is distributed across artists.
Under the streamshare model (referred to as pro-rata by Alaei et al., 2022), artists are compensated in proportion to
their share of the platform’s total streaming volume, as discussed above. Alternatively, under the user-centric model,
each subscriber's fee is allocated proportionally among artists based on that individual's listening behaviour. As Alaei
et al. (2022) highlight, when user consumption is homogeneous — consistent with the simplification in our model —
the pro-rata and user-centric models generate identical payments to artists.

%Payments to artists and rights owners count for about 70 percent of Spotify’s subscriber revenues (Alaei et al., 2022;
Bender et al., 2021).
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= $10,000

Figure 2.5.1. Spotify illustrates how maintaining a constant streamshare for an artist (i.e., holding
A/v fixed) has led to higher total payments over time, driven by growth in the platform’s subscriber
base.

had a choice between multiple distributors (e.g., more than one satellite provider or between satellite
and cable), they almost always chose to subscribe to just one provider (consumer singlehoming).
Interestingly, wholesale contracts between broadcasters and distribution platforms were typically
structured as a simple per-subscriber per month wholesale price (Crawford and Yurukoglu, 2012).

In recent years, however, many consumers have opted out of traditional TV packages. Instead, they
subscribe to standalone broadband services (e.g., fiber or 5G) and then purchase streaming services
directly from broadcasters — often alongside other streaming platforms like Netflix. Broadcaster-owned
streaming platforms generally offer exclusive content, such as proprietary channels and premium sports
rights, which encourages multihoming. Like movie and series streaming platforms, these broadcaster
services aim to differentiate themselves through exclusivity. Importantly, unlike traditional TV
distribution, these platforms typically do not incur marginal wholesale costs for each additional
subscriber.

A concrete example is the distribution of premium football in Norway, where the most in-demand
leagues are Premier League (UK), Eliteserien (the Norwegian premier league), and the Champions
League. The three major broadcasters — TV 2, Discovery, and Viasat — compete for national
distribution rights. Historically, once a broadcaster secured the rights, for example to the Premier
League, they typically entered into non-exclusive agreements with all major distribution platforms

(cable, satellite, and fiber). These contracts were based on a per-subscriber wholesale price, which
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tended to soften competition among distribution platforms vying for singlehoming consumers. In
recent years, however, all three broadcasters have shifted towards selling access to their premium
football exclusively through their own streaming services — TV 2 Play, Discovery+, and Viaplay.
Currently, Premier League matches are available only via a Viaplay subscription, while Eliteserien and
Champions League require a TV 2 Play subscription. This shift suggests that broadcasters are actively
encouraging consumer multihoming via exclusive content on their streaming platforms. Notably, by
selling directly to consumers through their own services, broadcasters have forward integrated, such

that there is no per-subscriber wholesale costs from capturing an additional subscriber.
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2.A Appendices

2.A.1 Proofs
Proof of Lemma 2.1: The platforms do not have incentives to deviate from a consumer multihoming
as long as it is (weakly) the best response to the rival's pricing, which gives us the critical values:
MH SH ( SH; MHY\  MH
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Where we have exrr0 — earm,i > 0, which means that platform 0 is the first platform to have
incentives to deviate from consumer multihoming to induce singlehoming, and becomes the binding
constraint, we have defined: ey = epmo-

Note that because of the ‘strategic independence’ result we have that 7rZ-MH(pZ-(pr),p]5H) = gMH

such that we we find the critical values for when the platforms do not have incentives to deviate

from a singlehoming equilibrium:
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where we have that ¢ eSH:1 <, such that platform 0 is also the first platform to have

incentives to deviate from singlehoming, such that their constraint is the binding one, we have

defined: 58 = 5H.0,
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Lastly, it is straightforward to verify that %7 — e,z > 0, such that there exists a segment

[earm, €8] where both consumer multihoming and singlehoming constitute Nash equilibria. O

Proof of Proposition 2.1. The platform pricing consumer homing outcomes follows from Lemma 2.1.

1. The content provider's maximum payoffs Wéf‘g{_o = 0 from offering M7 =0 = 1 (eq. 2.9) or
oA = A2 from offering 0MH =2 = ¢2/(c + A)? (eq. 2.10), where it immediately
follows that ﬁg[PH*A > WCM;{*O, such that #MH =4 is a dominant strategy for the content

provider to offer. For platform 0, it is a (weakly) dominant strategy to accept the offer and get
payoff 2/ (4t), which is also the rejection payoff, for platform 1 accepting the offer would imply
a payoff reduction from €2/(4t) to &2 /(4t) — e/ (4t(e + A)?), which is a strategy dominated

by not accepting the offer.

2. The content provider's maximum payoffs ng,o = A(6t — A)/(9t) from 950 = (3t —
A)2/(9t%) (eq. 2.11), or moh =2 = A(6t+ A)/(18t) from 9512 = 912/ (3t + A)? (eq. 2.12),
where it follows from eq. 2.13 that, given Assumption 2.1, the content provider's dominant
strategy is to sell to both platforms. The platform will have payoff ¢/2, and deviation to not

accepting the content provider's offer will give a lower payoff (3t — A)?/(18¢).

3. It follows immediately that both (1) and (2) hold in the range ey < & < &9 . Other SPEs

in this range are described in more detail in the proof of Proposition 2.2.
O

Proof of Proposition 2.2. This proof starts with a characterization of all SPEs of the game before
proceeding to analyse Pareto-dominance. These are outlined as cases 1 to 8 below. The headline
for each case summarised the stage-game equilibria in the different branches of the game tree. For
instance {CC — SH,CN — SH, NN — SH} means that singlehoming occurs in all three branches
of the tree (where two, one or none of the platforms have bought access to A).

The notation 7; is used to denote final payoff for platform ¢, 6m;, for the contracting platforms,
i.e. both platforms if both platforms accept in equilibrium and platform 0 if only platform 0 accepts,
and 7; is platform i does not enter into a contract with the content provider.

Case 1: {CC — SH,CN — SH,NN — SH}. The equilibrium candidate where both platforms

accept the offer gives access fee and final payoffs, 7r; = lesH_O:
sH—o _ (3t —A) sH—0y _ A06t—A . (3t—A)?
0 = gr and mop (6 )=A n and 7; = BT
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The equilibrium candidate where only platform 0 accepts the offer gives access fee and final
payoffs, 7; = Omy =4
6t + A
18t

- 9t _
g4 — Gt A2 and mop(0°77%) = A

and 1; = 5

The CP prefers to set a price so as to sell to both platforms (as A < 2t) and the equilibrium
contract details that will be played as well as the associated profits are:

(3t — A)? 6t — A (3t — A)?

0= o2 ,Top = A and 7; = T8t

Case 2: {CC—MH,CN—MH,NN — MH}. The equilibrium candidate where both platforms

accept the offer gives access fee and final payoffs, 7; = HW{VIH_O:

HMH—O _

=1 and mwop(MH0)

€
=0and 77, = —
and 7; "

The equilibrium candidate where only platform 0 accepts the offer gives access fee and final

payoffs, 7; = HTréVIH_A:

_ g2 _ 2e + A . &l
GMH A = m and WCP(GMH A) =A T and T, = —

The content provider prefers to sell to only one platform and the equilibrium contract details that

will be observed and associated profits are:

g2 A2€+A . e and g2
— . Top = o= — = —.
e+ A2 "°F a4 00T g T

Case 3: {CC —SH,CN — SH,NN — M H}. The equilibrium candidate where both platforms

accept the offer gives access fee and final payoffs:

— A — A)?
0t andﬁi:M.

3t — A)?
OSH—O — ( d QSH—O - A
and mep( ) ot 181

9¢2

The equilibrium candidate where only platform 0 accepts the offer gives access fee and final

payoffs:

92 (3t+A)2 g2 g2
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For sufficiently small A, we have that for & € [e377, €] the content provider will prefer to set

6 such that only platform 0 accepts (reverse of Case 1). We have that the observed equilibrium

consists of:
- 92
S 2(3t+ A2
This yields the following profits:
(3t+A)2 &2 - _ (3t—A)?
Tep 18t gt MO0 T gy Anem 18t

Case 4: {CC — MH,CN - MH,NN — SH}. The equilibrium candidate where both platforms

accept the offer gives access fee and final payoffs:

2

—0and 7 = —

gMH—0 _
4t

=1 and wcp(MHE)

The equilibrium candidate where only platform 0 accepts the offer gives access fee and final

payoffs:

2
INCE S

GMHSH-A 2t pMHSH-A)
4t 2 2

= m and 7TCP(

The CP prefers to sell to both platforms (as (¢ + A) < v/2t holds for sufficiently small A when
¢ € [earm, e°M]) and the equilibrium contract details that will be observed are § = 1.

This yields the following profits:

2

e
ﬂ‘CPZO and 7~Ti = Zt

Case 5: {CC — MH,CN — SH,NN — SH}. The equilibrium candidate where both platforms

accept the offer gives access fee and final payoffs:

gMHSH—-0 _ 2(3t — A)?

g2 (3t— A)?
(GMHSH-0)
9e2

_ 2

d
and mep 2 ot 181

The equilibrium candidate where only platform 0 accepts the offer gives access fee and final

payoffs:

6t+A
and 7; = —.
18t Ty

_ 9¢2 _

The content provider prefers to sell to only one platform (as ¢ < /6t2 — A(2t — A)/+/3 for small
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enough A) and the equilibrium contract details that will be observed and the payoffs are:

9t? 6t + A t (3t — A)?
= — — A T0 = = ] = .
o= Girap mor g =g and =g

Case 6: {CC - MH,CN —SH,NN — MH}. The equilibrium candidate where both platforms

accept the offer gives access fee and final payoffs:

gMHSH—-0 _ 2(3t — A)?

— A)?
= R P )

(gMHSH—0) e (3t — A)?
2t 9t 18t

and TCP
The equilibrium candidate where only platform 0 accepts the offer gives access fee and final

payoffs:

gSHMH-A _ 9% (OSHMH-Ay _ (3t +4)° B e? and 7; — g2

d S
2(3t + A2 2neTer 18¢ m At

The CP prefers to sell to only one platform (as e < v/21/9t2 — A(2t — A)/3 holds for sufficiently

small A when ¢ € [eprs,5%]) and the equilibrium contract details that will be observed are:

o — 9e2
- 2(3t— Q)2
This yields the following profits:
_ (Bt+A4)2 €2 . & _ (3t—A)?
TP =g y and mp = i and m = TR

Case 7: {CC —SH,CN — MH,NN — SH}. The equilibrium candidate where both platforms

accept the offer gives access fee and final payoffs:

PN _ Z ot @) =
212 2t T

The equilibrium candidate where only platform 0 accepts the offer gives access fee and final

payoffs:

_ 2t2 _ (e+A4)* ¢t _ ot
MHSH-A MHSH-A _t ot
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The CP prefers to sell to both platforms (as ¢ < v/2v/9t2 — A2/3 — A/3 holds for sufficiently
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small A when ¢ € [ersr,57]) and the equilibrium contract details that will be observed are:
2
o=
22
This yields the following profits:
g2 . g2
WCP:t—E and WZ:@

Case 8: {CC —SH,CN—-MH,NN — MH}. The equilibrium candidate where both platforms

accept the offer gives access fee and final payoffs:

2 2
HSHMHfO) € €

gSHMH—0 _ i da
LT

52
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The equilibrium candidate where only platform 0 accepts the offer gives access fee and final

payoffs:
2 2 A 2
A = jAV and mop(OMH-3) = A EL and 7 = —
9

The CP prefers to sell to both platforms (as A > t(1/3 — 1) holds for sufficiently small A) and the
equilibrium contract details are the same as in Case 7.

SPE comparisons: The equilibrium characterised in case 2 is Pareto-dominated by the one
described in cases 3 and 6 as the content provider gets a higher payoff in cases 3 and 6 while platform
0 is indifferent as it obtains the same payoff in both cases. Platform 1 also prefers cases 3 and 6
(the condition for this becomes the same as the condition on profits for the CP).

It is straightforward to see that case 4 is dominated by case 2. In fact, in case 2, the content
provider gets a higher payoff while the platforms are indifferent as they obtain the same payoff in all
cases.

Case 5 is dominated by case 1 as the platforms both obtain the same profit as in case 1 under
Assumption 2, but the content provider obtains a higher payoff in case 1.

To sum up, the SPEs that are not dominated are cases 1, 3, 6, 7 and 8, all in which the outcome
that will be realised in the SPE involves singlehoming.

O

Proof of Proposition 2.3. The platform pricing consumer homing outcomes follows from Lemma 2.1.

1. The content provider's maximum payoffs Trglgl_o(wMH_O) = 0 from offering w0 = 0,
or T4 = Ag/(2t) from offering wM=24 = A. It immediately follows that the content
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provider's dominant strategy is to offer w™H =4 to induce only platform 0 to accept the offer.
For platform 0 it is a (weakly) dominant strategy to accept the offer and get net payoff £2/(4t),
for platform 1, accepting the offer gives payoff (2 — A)2/(4t) which is a dominated strategy

by not accepting.

. The content provider's maximum payoffs ngfo(wSH_O) = A (see eq. 2.15) from offering

WwSH—0 — SH=A(,,SH-A)

SH—A _
A, or Top =A

= A/2 from offering w . It immediately follows
that the content provider's dominant strategy is to offer w7 =0, to induce both platforms to
accept the offer. The platforms’ net payoff is ¢/2, and their deviation payoff is (3t — A)2/(18t)

compared to not accepting t/2.

. It follows immediately that both (1) and (2) hold in the range ey < ¢ < e9H. Other SPEs

in this range are described in more detail in the proof of Proposition 2.4.

O]

Proof of Proposition 2.4. This proof starts with a characterization of all SPEs of the game when

e € (epm, ) before proceeding to analyze Pareto-dominance.

Case 1: {CC —SH,CN — SH,NN — SH}. If the content provider wants to induce both

platforms to buy, the fee cannot be higher than w70 = A.

The content provider's payoff in this case becomes 7o p(w H=0) = A.

If the content provider sets the fee to induce only one platform to accept the offer, we get

w34 = A and wop(w

SH—A) _ A
5

If follows immediately that the content provider prefers to induce both platforms to buy.

Case 2: {CC - MH,CN —MH,NN — MH}. If the content provider sets a w to induce both

platforms to accept the offer, we have:

wMH=0 — () and TGC(wMH_O) =0,

and if it sets the fee to induce only one platform to accept the offer:

MH

wMA=2 = A and mop(wMi=2) = AS

2"

It follows immediately that the CP prefers to serve only platform 0.
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Case 3: {CC — SH,CN — SH,NN — M H}. The content provider prefers to set a fee w as

high as possible. To induce both platforms to accept the offer, the fee and the CP’s payoff becomes:
w90 = A and mop(w®70) = A,
and if they set the fee to induce only platform 0 to accept the offer

2(3t+A4A)—3
wSHMH—A:A+3<t_5> and mop (wSHMH-4y _ e (V2(3t+4) 5)'

NG 4t

The CP prefers to sell to both if:

SH=0Y > nop

TFC’P('U) (wSHMHfA).

If Ais small, we require that ¢ is sufficiently small, i.e.,

£ < (A + 3t — /92 — A(18 — A)) /(3V2)

for the content proivder to prefer the fee that induces both platforms to buy. When A is sufficiently
small, as in Assumption 2, this is never true and the content provider prefers to sell to only one
platform.

Case 4: {CC — MH,CN — MH,NN — SH}. If the content providers set a w to induce both

platforms to accept the offer, we have:

,wMH—O MH—O) =0,

=0 and mop(w

and if they set the fee to induce both platforms to accept the offer:

E—i—A_t
7 )

wMH=4 = A+ e — /2t and mep(wM=2) =

It follows that the content provider prefers to set a fee which induces only platform 0 to accept the
offer while /2t < (¢ + A). Under Assumption 2, this is never true and the content provider prefers
to induce both to buy.

Case 5: {CC—MH,CN—SH,NN — SH}. To induce both platforms to accept the offer, the
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fee and the CP’s payoff becomes:

pMHSH—0 _ 24 = 3(2t — V2e)

d
24373 an
vHSH-—0n  2(2A+43V2e—6t) 3t +e— A)
Top(w )= NG .

and if the content provider sets the fee to induce only one platform to accept the offer

w4 = A and mop(w

SH—A) _ A
5"

We have that the CP, when using a per-consumer wholesale price, will prefer to sell to both if

V(6v2+11) A2~ 3 (V2 +10) At +9 (6v2 +11) 12 — (3~ V2)[3t - 4]
6

e<

It follows that if € < v/2¢t the CP will prefer to induce only platform 0 to accept the offer.
Case 6: {CC — MH,CN — SH,NN — MH}. To induce both platforms to accept the offer,

the fee and the CP’s payoff becomes:

pMHSH-0 _ 24 = 3(2t — V2e)

d
2+ 3\& an
masH-0, 2 (24432 —6t) (3t + 2 — A)
rerlt )= (2 +3v2)%t '

and if they set the fee to induce only platform 0 to accept the offer

23t+A4)-3
WSHMH=A _ A 1 3 <t— 5) and o p(wSHMH=A) — e (V2(3t+ 4) 5)'

V2 4t

We have that the CP, when using a per-consumer wholesale price, will prefer to sell to both if

\/ 2 (572v/2 + 1065) A2 — 84 (36v/2 + 73) At + 18 (460v/2 + 729) t2
>
- 66 + 60v/2

(23v2+4) A+3(20 — V2)t
66 + 60v/2

3

I

which becomes ¢ > /2t under Assumption 2 (A — 0) and does not hold on the relevant interval.

Therefore the content provider prefers to set the fee to induce only platform 0 to buy.
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Case 7: {CC —SH,CN — MH,NN — SH}. If the content provider wants to induce both
platforms to accept the offer, there is not upper bound on the optimal fee level since this costs is
directly transferred to the consumers in the case where both platforms have the same costs and all

consumer singlehome. Therefore, we get
wSHMH=0 5 A and wop = wSHMH=0 > A

If they want to set a price to induce only platform 0 to accept the offer, we have:

wIAMH=A — A 4 o _ \/2¢ and

(wSHMH-28) _ (e+A—V2t) ((3+V2)t —¢)
6t

TCP

Since wHMH=A — Ayec /2t < Afore € (eprm, %) and demand for platform 0 ((C)’Jﬂﬁfii)t%))

is less than one, it is immediate that the content provider prefers to set the fee such that both
platforms buy.

Case 8: {CC — SH,CN — MH,NN — MH}. The same argument as in case 7 applies, with
the exception that if the content provider wants to set a price to induce only platform 0 to accept

the offer, we have:

€
wMA=2 = A and mep(wMP=2) = A%'
The result from case 7 nevertheless holds.
SPE comparisons: It is straightforward to see that case 4 is dominated by case 2 and case 5 is
dominated by case 1.

Case 2 is dominated by cases 3 and 6 since the platforms earn the same level of profits, but the

e(\V/2(3t+A)—3¢) SH
4t

content provider earns more profit since A5 < is equivalent to ¢ < V2t = ¢
under Assumption 2.2.
To sum up, the SPEs that are not Pareto-dominated by another SPE, i.e., cases 1, 3, 6, 7 and 8,

all involve singlehoming by the consumers. O]

Proof of Lemma 2.3. From the analysis in the proofs of Propositions 2.1 and 2.4, both with a
royalty sharing scheme and a per-consumer wholesale price the following SPE outcomes are not

Pareto-dominated: Non-exclusivity and singlehoming from case 1 in the proofs of Propositions 2.1

49



Paper 2. Channel Coordination on Exclusive vs. Non-Exclusive Content under Endogenous Consumer
Homing

and 2.4. Exclusivity and singlehoming from cases 3 and 6 in the proofs of Propositions 2.1 and 2.4.
Non-exclusivity and singlehoming from cases 7 and 8 the proofs of Propositions 2.1 and 2.4. There
are no other SPEs under one of the pricing schemes that are not Pareto-dominated.

For earg < € < e straightforward revenue comparisons yield the result summarised:

In case 1, the content provider prefers a per-consumer wholesale price to a royalty sharing scheme

6t—A

since A

< A. The platforms also prefer a per-consumer wholesale price to a royalty sharing

(Bt=4)* ¢
18t é 2°

9t

scheme since

In cases 7 and 8, the content provider prefers a per-consumer wholesale price to a royalty sharing
. 2 .
scheme since ¢t — 5; < A. The platforms also prefer a per-consumer wholesale price to a royalty

2
i i [l t
sharing scheme since o <3

In cases 3 and 6, the content provider prefers a royalty sharing scheme to a per-consumer wholesale

(3t+A)2 2 > s(\/§(3t+A)735)
4t

e w2 . Platform 0 is indifferent between a royalty sharing scheme

price since

and a per-consumer wholesale price since it gets the same ex ante profits in both cases. Finally,
(3t—A)2 2

platform 1 prefers a royalty sharing scheme to a per-consumer wholesale price since 7~ > &
under Assumption 2.2. m

2.A.2 Fixed lump-sum fee

Consider platform payoff m = 74 if they accept the content provider's offer and © = np if they do
not, mcp denote the content provider's payoff.
Revenue Sharing: If the content provider offers as wholesale terms of trade a revenue sharing
contract, they will set 6 such that 074 > 7p = 0 = 7w /74 which gives payoffs:
71':71',4(@) =npg and Tocp = (1—@)7TA:7TA—7TB. (2.A.1)
TA TA
Lump-sum fee: If the content provider offers as wholesale terms of trade a lump-sum fee, F',

they will set the fee such that 14 — F > g = F = 74 — wp, which gives payoffs:

7=74—(ma—7B)=7pand ngp = F =m4 — 7B. (2.A.2)

By the equivalence between the payoffs for both platforms and content provider in eq. (2.A.1)

and (2.A.2), we have that they are strategically equivalent.
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2.A.3 SPE cases

As in the case with A arbitrarily small, there are multiple SPEs for intermediate values of £. However,
for larger values of A the analysis becomes even more complex than in the previous analysis. To
show this, we split the interval of possible values of A and consider first A € (0, %t) and then
Ae |22 (V2 1)).

For A € (0, 3—\7615) Figure 2.A.1a illustrates the thresholds for singlehoming and multihoming to

be a SPE candidate for various values of ¢.

5MH(A) EMH(O) ESH(A) ESH(O)
f f f f f €
0
a Thresholds of platform exclusive content when A € (0; %t) (Not to scale).
EMH(A) z’:‘SH(A) 5MH(O) ESH(O)
| } } } } c
0

b Thresholds of platform exclusive content when A € (%t; (v/2 + 1)t) (Not to scale).

Figure 2.A.1. Thresholds of platform exclusive content when Assumption 2.2 is relaxed.

In this constellation, the analysis under Assumption 2.2 holds in the intervals ¢ < ep(A4),
e > e%H(0) and e);5(0) < e < e57(A). In the remaining intervals, i.e., exp(A) < € < eprr(0)
and 97 (A) < £ < £9H(0), only some of the SPE characterized for £, (0) < £ < e#(A) exist.

For A € (%t; (V2 + 1)t>, Figure 2.A.1b illustrates the thresholds for singlehoming and

multihoming to be a SPE-candidate for various values of ¢.

Compared to the previous case the position of €37 (A) and £,,5(0) is inverted.

For eprr(A) < ¢ < epm(0), in addition to the equilibrium outcomes identified in the main
analysis, there is also another possible outcome in which when only platform 0 buys access to A,
the platforms will set prices to induce multihoming by the consumers. In the case of revenue-sharing,
this can be shown to be a SPE if ¢ > (v/2v/912 — A2 — A)/3.

In the range e)77(0) < e < 55(0), we have additional SPEs. In this range it can be shown that
multihoming can be supported in a SPE independently of whether one, both or neither platforms
accept the content provider’'s offer. Another additional SPE is where consumers singlehome if no
platform affers A but they multihome if one or both platforms buy access to A. The scenario where

the platforms compete for singlehoming consumers when both platforms accept the content provider's
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offer and consumers consumers multihome otherwise may under some conditions (A > (v/3 — 1)t)
also be a SPE.

Finally, note that if the value of A grows beyond the values in Assumption 2.3, then the results
presented for low values of € no longer holds and we may get multihoming in the SPE here as well.
This can be seen from the figures above since 57 (A) < 0 for ¢ > (v/2 + 1)t implying that the
interval below 57 (A) “disappears’.

The details of all the possible SPEs can be found in the proofs of Propositions 2.2 and 2.4.

2.A.4 Take-it-or-leave-it offer from the platforms

This proof uses the profit expressions in (2.6) and (2.7).
Consider first the case of multihoming (which we know is the unique equilibria for ¢ > £%).
For revenue sharing contracts, both platforms offering a contract (and buying access to A)

constitutes an equilibrium if and only if

2 2
SicpS
4t 4t
Since 0; € [0,1]. The only possible situation in which this is true is for y = 6, = 1.
For an equilibrium to involve exclusive distribution, it needs to be the case the platform 0 has

incentives to buy and platform 1 does not.%’
Platform 0 has an incentive to offer a contract with € so that it can buy access if and only if

2 2
<plet4)”
T

)-lk‘m
~

2
This is equivalent to 6 > (;A) .

Platform 1 has no incentives to offer a contract since it does not change its profits

2

[\

€
>0—.
t— 4t

=0

Finally, if comparing the profits for all parties in the equilibrium with non-exclusive distribution
and 6 = 1 to any of the other equilibria we can see that the content provider and platform 1 obtain
the same profit in both cases while platform 0 strictly prefers the outcome with exclusive content.

The equilibrium with non-exclusive distribution is thus Pareto-dominated.

*"Note that in this version of the model, the content provider is passive and will accept any (non-negative) contract it
is offered as that is better than no income.
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The same analysis for per-consumer wholesale prices gives an equilibrium in which A is distributed
non-exclusively with wg = w; = 0 and multiple equilibria in which A is distributed exclusively and
0> w > A. The former equilibrium is Pareto-dominated by all the latter equilibria.

We now turn to the case of singlehoming (which is the unique equilibria for e < eprp

Under revenue sharing, exclusive distribution cannot be part of an equilibrium. Assume it is, then

it can be shown that the platform who has not offered a contract to buy A has incentives to offer

2
0; > ((3;@) . This follows directly from

2 AN
g 5 B —A)
18¢ — 18t

There a multiple equilibria with non-exclusive distribution since

A2 2
(3t — A) < gi9i.
18¢ 18¢

3t—A)2_

This is equivalent to 6; > (24

Finally, with per-consumer wholesale prices, the same type of arguments lead us to conclude that
there are no equilibria with exclusive distribution. This is because the platform without access to A
would have an incentive to buy access since

(3t—A+wj)2 < (3—wi+wj)2
18t - 18t ’

There are multiple equilibria with exclusive distribution and 0 < w < A. This follows from

(3t — (wl — ’LU]'))Q > (3t — A+ wj))2
18t - 18t '
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Abstract

This paper examines how media policy affects competition, prices, and circulation in newspaper
markets where consumers may subscribe to one newspaper, several newspapers, or none. Two
competing newspapers earn revenues from subscriptions and advertising, while the government
intervenes through reduced value-added tax (VAT) rates and per-subscriber subsidies. Newspapers
face marginal costs from production and distribution, as well as marginal benefits from advertising
and subsidies. VAT rate reductions do not have uniform effects: when net marginal cost is positive
— e.g. in print markets — lowering VAT rates reduce prices and increase circulation. When marginal
cost is close to zero — e.g. in digital markets — the same policy can raise prices and reduce circulation.
Direct subsidies always increase circulation but are less effective when combined with VAT reductions
in digital markets. Both policy instruments also encourage newspapers to provide content exclusively

rather than jointly, increasing circulation but reducing readers’ exposure to common content.
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Paper 3. Media Policy and Newspaper Competition with Consumer Multihoming in an Uncovered Market

3.1 Introduction

An informed public is widely regarded as essential for a well-functioning democracy (Hochschild,
2010; Marciel, 2023). Governments therefore support journalism through instruments such as reduced
value-added tax (VAT)?! rates and unit (per-subscriber) subsidies, with the stated aim of promoting
circulation and pluralism — meaning maximising the share of consumers consuming at least some
news, and who read news with both e.g. a left-wing and a right-wing slant. This paper studies
how such policy tools affect competition, circulation, and content provision incentives in newspaper
markets where consumers may subscribe to one outlet (singlehome), both (multihome), or abstain
entirely.

Several countries have recently revisited media VAT policy to accommodate digital news, high-
lighting the relevance of the mechanisms studied in this paper. In the aftermath of a Norwegian
public tax commission in 2022 (NOU 2022:20) this was actualised when the commission proposed
removing the VAT zero-rating for news media. The (news) media’s industry group stated explicitly
that removing the zero-rating would lead to higher prices and decreased circulation (Mediebedriftenes
Landsforening, 2023). The Norwegian Ministry of Finance has for a long time opposed granting
reduced rates for VAT (because it changes relative prices, and introduce distortions); the Norwegian
Ministry of Culture, on the other hand, has supported it for the media as a means to support the
press with the presumed effect that the measure lead to increased circulation.? We show that this
policy may have been favourable to achieve increased ciruclation when newspapers were distributed
in print, but that the analysis is less convincing with digital news.

The paper addresses three questions: (i) How do media policy tools affect competition, subscription
prices, and market coverage? (ii) How do these tools influence incentives to invest in exclusive and
non-exclusive content? and (iii) Do these effects differ between print and digital markets? To answer
these questions, we model consumer demand using an extended Hotelling model with multihoming
consumers (subscribing to both newspapers), and we allow an uncovered market — i.e. margins in the
platforms’ hinterland where consumers are indifferent to subscribing and opting out of the market.3

We develop a model of competition between two horizontally differentiated newspapers earning

'Value-added taxes are ad-valorem taxes charged on final goods. See e.g. Atkinson and Stiglitz (1976) or Salanié (2011)
for contrasts between economics of direct taxation (such as income tax) and indirect taxation (such as VAT /sales
tax).

For Ministry of finance white papers, see NOU 1991:30; NOU 1993:8; NOU 2003:9; NOU 2007:8; NOU 2019:11;
NOU 2022:20; whereas for Ministry of Culture white papers, see NOU 1983:3; NOU 1988:36; NOU 1995:3; NOU
2000:15; NOU 2010:14; NOU 2017:7.

30ur model builds on the model by Dyskeland and Foros (2023), which we extend to account for government
intervention.
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subscription and advertising revenues. We capture that advertisers pay less per-impression for ads
presented to consumers who consume multiple outlets (multihomers) than singlehomers.* This
structure allows us to examine how VAT rate reductions and unit subsidies (/taxes) affect prices,
market coverage, and incentives to invest in exclusive and non-exclusive content. A central feature
of the analysis is that the cost and revenue structures of newspapers differ markedly between print
and digital markets: print newspapers entails positive marginal cost (print and distribution), whereas
digital news have essentially zero marginal cost.> This distinction is central to understanding policy
outcomes across (news) media formats.

Our results show that when marginal cost are dominant, which may reflect print markets,® VAT
rate reductions lower prices and expand circulation (readership). When marginal cost is negligible
(and the marginal benefit dominant), as in digital markets, the same policy can lead to higher
prices and reduced circulation — because platforms retain a larger share of subscription revenues
and shift profit margins toward the subscription side. Direct subsidies always increase circulation
by strengthening the marginal benefit to attracting more subscribers, but are partly offset when
combined with VAT rate reductions in digital markets. Both policy instruments strengthens the
incentive for content to be distributed exclusively on one outlet compared to non-exclusively. A large
degree of exclusive content will attract more consumers to take on a first, and a second, subscription,
— fulfilling both media policy aims — but the singlehomers on each outlet will largely consume different
news content. These mechanisms help explain why policies that historically promoted circulation in
print markets may have reversed effects in digital settings.

Several features identified in empirical work are central to media (news) markets: horizontal dif-
ferentiation (Gentzkow and Shapiro, 2010; Fan, 2013); the (two-sided) interaction of advertising and
subscription markets in the platforms’ pricing decisions (Seamans and Zhu, 2014; Pattabhiramaiah,
Sriram and Sridhar, 2018; Angelucci and Cagé, 2019; Gentzkow et al., 2024); consumer multihoming
(Gentzkow et al., 2014; Shi, 2016; Fan, 2013; Gentzkow et al., 2024); and content composition

*See Gentzkow et al. (2014, 2024).
®For newspapers, content (journalism) drives sales, but all else equal an increase in sales do not increase the cost of
content production (journalism); the cost of journalism is treated as a fixed cost in the pricing game. For print news
there are marginal costs incurred by print and distributing the copies. Digital news are digital platforms, which are
characterised by having a zero marginal cost structure (Brousseau and Penard, 2007).
5We will use the ‘print has positive marginal cost and digital news has zero marginal cost’ distinction throughout
the paper to highlight the contrasting cost structures. While this captures important aspects of the different cost
structures, we note that the most important driver of our result is whether the net marginal benefit is positive or
negative. If it is negative then the marginal cost dominate the marginal benefit, and vice versa. Because advertisement
is treated as a marginal benefit, and the advertisement revenues are largely reduced in the digital era, it is an open
empirical question whether the platforms faced net positive or negative marginal benefit in the print (pre-digital) era
(see Figure C.1 for size of total newspaper advertisement market in the USA in the online appendix to Angelucci and
Cagé, 2019).
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(George, 2007; Angelucci and Cagé, 2019).

The public finance literature which study the effect of value-added taxes (or ad-valorem taxes) has
been extended to two-sided platforms (Kind, Koethenbuerger and Schjelderup, 2008; Belleflamme
and Toulemonde, 2017), and newspapers — motivated by active media policy in Europe — has often
been a motivating example (see review by Kind and Schjelderup, 2025). Many of the models used
build on representative-consumer models of demand (Kind et al., 2008; Kind, Koethenbuerger and
Schjelderup, 2010; Kind and Koethenbuerger, 2018). These models are well suited for analysing
revenue shifts between the platforms’ sides, and they capture market expansion effects, but discrete
choice models are more suitable to capture consumers’ substitution patterns. Discrete choice models
like the Hotelling (1929) model introduce heterogeneity but typically impose—by assumption—market
coverage and that consumers can at most subscribe to one outlet (singlehoming) (Kind, Schjelderup
and Stahler, 2013), which rules out policy effects on market expansion or contraction by assumption.
Foros, Kind and Wyndham (2019) relax the consumer singlehoming assumption, but maintain the
market coverage assumption. We relax both assumptions, which allows us to understand the effect of
government intervention on the choices at the consumer level, thus capturing consumers’ substitution
patterns as well as market expansion (uncovered market) effects.

By using a Hotelling model with consumer multihoming, advertisement revenues, and relaxing
the covered market assumptions, our model captures the important aspects of news media markets.
We capture the choices of consumers who are choosing to take on their first subscription, and those
who take on their second, as well as how they respons to changes in prices and content levels. In
particular, policy effects (VAT rate reduction or unit subsidy) depend on whether marginal cost
exceed or fall below the marginal benefit from advertising and subsidies — a condition that differs
between print and digital markets. Both support measures lead to an increased incentive to provide
exclusively content to the subscribing consumers.

Exclusive content captures the extent to which only subscribing consumers can consume it, e.g.
specific op-ed authors, games, and stories which are not covered by others; whereas non-exclusive
content captures content which is available to subscribing news consumers of either outlet, and
capture the news content which is covered by both outlets.

Norway has applied a zero VAT rate to newspapers since 1970 to support ‘circulation and pluralism’,
and has gradually extended the zero rate to digital editions (2016), ebooks (2019), and niche online
outlets (2020) (NOU 2022:20). The United Kingdom followed a similar trajectory, extending its
long-standing zero rate on print to encompass digital news in 2020 (Seely, 2025). Across the EU,

most member states apply reduced or zero VAT rates to both print and digital newspapers (European
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Commission, 2021). These reforms implicitly assume that fiscal neutrality across formats yields
neutrality in outcomes. Our analysis shows that this assumption fails in digital markets, where
near-zero marginal cost imply qualitatively different price and readership effects.

In Section 3.2 we review the related literature. Section 3.3 presents the model. Section 3.4
analyses how VAT reductions and direct subsidies affect equilibrium prices and readership. Section
3.5 studies how these policies shape incentives for exclusive and non-exclusive content. Finally,

Section 3.6 discusses the results and offers concluding remarks.

3.2 Literature

Most commonly in the application of the Hotelling model with singlehoming consumers the hinterland
margins are assumed away; all consumers are assumed to be located between the platforms. The
effect of introducing the hinterland margin is, however, not new. Graitson (1982) provides a review,
and the treatment by Lerner and Singer (1937) is to the best of our knowledge the first to study
firm behaviour with hinterland margins whereby not every consumer buys in equilibrium — under
the assumption of consumer singlehoming. Our model with consumer multihoming and endogenous
hinterland size is novel (see also Dyskeland and Foros, 2023), and we will review the effect of the
hinterland on the equilibrium prices when we get to multihoming consumers (see Subsection 3.4.2).

Hamilton (1999) and Anderson, De Palma and Kreider (2001) study tax incidence of unit and
ad valorem excise taxes (such as e.g. VAT) under differentiated oligopoly, they find that increasing
the rate of an ad-valorem sales tax (VAT) leads to higher consumer prices. They study classical
firms, and are thus dependent on two assumptions: 1) that firms are traditional one-side firm (i.e.
no advertisement revenues); and 2) the assumption of positive marginal cost. Kind et al. (2008) and
Belleflamme and Toulemonde (2017) show that for two-sided platforms, the effects are less clear.
The taxes enter the equilibrium prices by amplifying the pass-through of the marginal cost, likewise
the introduction of a second side (advertisement markets) provides an internalised network effect
which is effectively treated as a marginal marginal benefit on the consumer side. Our model captures
this ‘see-saw’ (network) effect,” such that our contribution build on the models by Kind et al. (2008)
and Belleflamme and Toulemonde (2017) by combining it with a discrete choice model of demand

to highlight the interaction with horizontal differentiation on the consumer side.

"See-saw effects arise because the platforms pricing balance the sides it services, if consumers become more valuable
to advertisers, then advertisers gets charged a higher price and consumers a lower price (in order to attract more
advertisement revenues). Anderson and Peitz (2020) study media see-saw effects for purely ad-funded platforms where
consumers get disutility from ads.
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Our model builds on the linear city of Hotelling (1929), the workhorse model for studying two-
sided media markets — the seminal contribution is Anderson and Coate (2005). See also Gabszewicz,
Laussel and Sonnac (2001, 2002, 2004). The economics of newspapers is reviewed by Chandra and
Kaiser (2015), and Anderson and Jullien (2015) reviews business models for advertisement-funded,
two-sided platforms.

The literature on the effect of ad-valorem taxes (such as VAT) on market outcomes has studied
platforms such as: monopoly (Kind et al., 2008; Kind and Koethenbuerger, 2018), duopoly (Kind
et al.,, 2010, 2013; Foros et al., 2019), and perfect competition (Kind et al., 2008). They all
find that VAT rate reductions lowers prices if the marginal cost exceed the marginal benefit (such
as advertisement revenues), and vice versa. Most of these papers assume either representative
consumer models of demand (Kind et al., 2008, 2010; Kind and Koethenbuerger, 2018), or that
consumers patronise only one newspaper (singlehome), which does not capture an important aspect
of media markets. Empirical research has shown that that consumers multihome in media markets,
i.e. patronise more than one subscription (Gentzkow et al., 2014; Shi, 2016; Fan, 2013). Foros
et al. (2019) relax the assumption of consumer singlehoming by allowing consumers to choose to
multihome (consume both). They all focus on printed newspapers, meaning that marginal cost are
assumed to have a role.® We relax the consumer singlehoming assumption, and focus on digital news.
General reviews of the effects of taxation in platform and (two-sided) media markets are provided by
Kind and Mgen (2015) and Kind and Schjelderup (2025).°

A key feature of newspapers is the two-sided nature of the business model. News content is
provided in order to attract subscribing consumers, and then access to the eyeballs of the consumers
(while consuming the content; reading news) is sold to advertisers. Using the terminology of
Belleflamme and Peitz (2021), this is an indirect network effect because there is no direct interaction
between consumers and advertisers, advertisers pay for ads in order to increase the probability of
making a sale in an independent market (see Bagwell (2007) for a review of the economics of
advertisement). In this paper we use a very simple implementation of the network mechanism.1°
Although our model use a simplified approach to the two-sidedness, we capture the most relevant

factor from the two-sided literature to newspaper markets: what Armstrong (2006) calls the ‘com-

8Foros et al. (2019) study the competition when the newspapers face different VAT rates, such as when one is digital
and one is print.

®We do not study location incentives, but Kind and Mgen (2015) note that value-added taxes do not affect the strategic
competition between newspapers, and thus do not affect the differentiation profile (location) of the newspapers
(platforms).

The seminal literature on how to model multi-sided platforms are Rochet and Tirole (2003, 2006), Caillaud and Jullien
(2001, 2003), and Armstrong (2006). See Belleflamme and Peitz (2021) for a textbook introduction to two-sided
platforms.
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petitive bottleneck’. We use elements from Anderson et al. (2018) and Ambrus et al. (2016) which
study ad-financed platform competition consumer multihoming, and from Anderson et al. (2017)
which study subscription-financed platform competition with consumer multihoming (see also Foros
et al., 2019; Anderson and Gabszewicz, 2006; and Dyskeland and Foros, 2023). In so doing we
capture the essence the effect of interplay between pricing decisions on the one side (consumers),

with the role of the indirect network effect from multihoming advertisers.

3.3 Model

We consider a linear city a la Hotelling (1929) on the line segment X = [—I,1 +{]. There are
two media platforms, i = 0,1, located at Xy = 0 and X; = 1 on X. The consumers’ locations
are uniformly distributed on X, and we make the common assumption that the consumers are
represented as a mass with density equal to one. We assume [ > 0 is sufficiently large that in
equilibrium there are some consumers who choose not to subscribe to either platform.

In the literature on discrete choices models a la Hotelling, the segment on the side of a platform
in which they do not face a competitor (“outside”) is usually referred to as the platform’s hinterland
(see Graitson, 1982). When the covered market assumption is relaxed, the size of the hinterland
is determined by the consumer price, the (vertical) quality the platform offers, as well as the
transportation costs (Lerner and Singer, 1937; Graitson, 1982; Dyskeland and Foros, 2023). In line
with previous literature using Hotelling models with uncovered marked we will refer to the segment of
consumers located between the platforms ([0, 1]) as the competitive segment, and sets of consumers
“outside” the platforms ([—/,0) and (1,14 ]) as the platforms’ hinterlands.

The media platforms acts as digital distribution platforms where they sell consumers a subscription
which provides them with access to the full content catalogue. Consumers who only subscribe to
platform i (singlehome) gets utility u;(x) = n + e; — p; — t|X; — x|, consumers who subscribe to
both platforms (multihome) get utility up = n + eg + e1 — po — p1 — ¢,*2 and the outside option
is to abstain from the market and get utility zero. e; > 0 represents the level of exclusive content

which only subscribers of platform i can consume, n > 0 represents the level of non-exclusive content

\We do not consider location incentives in this paper, we assume the locations are exogenously given at X;. Under
uniform distribution the platforms have incentive to move further apart, such that there may be a an uncovered
market between them. With a normal distribution (the bulk of consumers are located in the centre) the platforms
have incentives not to move too far apart, see e.g. Anderson et al. (1997). For simplicity, we do not consider choice
of location.

12Note that we assume there is zero incremental value to a multihoming consumer from the flexibility of having access
to the same content on both platforms. This assumption has no qualitative effect on our result, see Anderson et al.
(2017).
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which is available on both platforms, p; > 0 is the consumer subscription price, and ¢ > 0 is the
standard transportation costs.

We follow a simplifying assumption also found in previous (theoretical) literature on newspaper
competition that consumers are ad neutral (Gabszewicz et al., 2001; Kind et al., 2013; Foros et al.,
2019). This is not a critical assumption; if consumers are ad-averse the platforms will reduce the
space allocated to ads, and vice versa for ad-loving consumers (Kind et al. (2010) discusses this).
Empirically, Argentesi and Filistrucchi (2007) and Pattabhiramaiah et al. (2018) find that that ad-
aversion is statistically insignificant when they account for it while estimating a newspaper demand
function for print news.

The platforms have (symmetric) marginal cost ¢ > 0, which capture print and distribution costs
(Dertouzos and Trautman, 1990); and we allow the government to provide a per-consumer subsidy
s (if negative it is a unit tax). In order to focus on the net effect of the advertisement market on
platform behaviour, we simplify the advertisement market. We assume that the platforms face no
costs associated with advertisement, and we follow the modelling approach by Foros et al. (2019) in
that the platforms can charge an advertiser a > 0 for access to a singlehoming consumer's eyeballs,
and only a fraction o € [0,1] of a for access to a multihoming consumer’s eyeballs.!® The intuition
is that the advertiser can reach multihoming consumers through either platform — Gentzkow et al.
(2014, 2024) provide empirical support for this,** — meaning that platform competition brings down
the equilibrium rate the platforms can charge.®

Because we consider digital platforms, which are characterised as having low or zero marginal cost
(Brousseau and Penard, 2007), we define the platforms’ marginal benefit functions by = —c+ s +a
for singlehoming consumers and b,,, = —c¢ + s + oa for multihoming consumers. If ¢ > s + a then
the platforms face net marginal cost for all consumers. Note that by — b,,, = (1 — 0)a > 0, which
means that if we know the sign of b5(= 0), we know that the sign of bs — by, will follow by (because

0<o<1).

3We follow the modelling approach of Foros et al. (2019) for advertisement, whereby they implement the incremental
pricing principle of Anderson et al. (2018) in a set-up similar to ours. Assume that the platforms have symmetric ad
levels, A > 0, and that the expected value — and thus willingness to pay — to advertisers of reaching a consumer once
is >0, and twice is (1 + o) with o € [0,1]. The price per ad on a platform with some multihoming consumers is
¢i = BdM™ + oBm (using the definitions of demand which are discussed below). The total ad revenues are then
Api = A(BdMH + opm) = adM ™ + gam for a = AB.

*The explanation lies in the ‘competitive bottleneck’ (Armstrong, 2006), the platforms have monopoly power over
advertisers’ access to the eyeballs of their singlehoming consumers, whereas platforms are in competition with each
other on the advertisement side for access to their shared (multihoming) consumers.

5This approach to modelling advertisement market has been shown empirically to have merit, see Gentzkow et al.
(2024). Chandra and Kaiser (2015) provide a literature review on theoretical and empirical contributions highlighting
consumer attitudes towards ads. Sonnac (2000) suggest American newspaper readers are ad-loving whereas European
readers are more ad-averse. For more on the effect of advertisement on consumer utility, see Bagwell (2007) and
Renault (2015).

66



3.3. Model

x0 Xo z5H X1 71
,,,,,,, ' | ; | AU
‘5 b+ g - g i Ly g
a Full consumer singlehoming.
" Ko % .
o Llég—po 0 1. 1%pl @ 1 n n;;g_fp}m

b Partial consumer multihoming.

Figure 3.1. The singlehomer margin (%), the singlehomer-multihomer margins (z;;), and the

hinterland margins (z;). Dashed line represents zerohomers, solid line represents singlehomers, and
double line represents multihomers. (Not to scale.)

Consumer margins, demand, and payoffs

As in the conventional Hotelling model, demand follows from the locations of indifferent consumers.
Demand in the platforms’ hinterland follows from the hinterland margins, x;, the location of the
consumer indifferent between subscribing to the platform and abstaining from the market, u;(z) =0

(see Figure 3.1). In the hinterland, platform i's demand is given by:'®

The number of multihomers follow from the singlehomer-multihomer margins, z;;, the locations
of the consumers indifferent between consuming only platform i and both platforms, w;(z) = up

(see Figure 3.1b). From these margins, we get the number of multihoming consumers:

eot+er  potpi
t t

m = Tig — Tol = -1,

and the number of singlehoming consumers in the competitive segment under partial multihoming

is given by:
€j — Py

Si:|Xi_xij‘:1_ ;

For m < 0, when all subscribing consumers are singlehoming, the share of singlehomers located

between the platforms are given by the conventional indifferent-consumer margin, u;(z) = u;(x)

®Formally, the assumption that there always are some hinterland consumers who choose not subscribe in equilibrium
sets parameter restrictions: 21n + 18e; + 3e; — 7t + 21[1 + 7]bs < [(35t) under consumer singlehoming, and
3n+2e; — [1 + 7](bs + bm) < I(4t) under consumer multihoming.
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(see Figure 3.1a). From the indifferent-consumer margin, we get demand function:

. . 1 € — € Pi — Dj
S,L'SH:|X¢—1‘SH|:§—|— 12t J z2t J

Demand from singlehoming consumers thus follows from:

P = h; + 5% under full consumer singlehoming, m < 0,
d; =
aM

MH — p; + sMH  under partial consumer multihoming, m > 0.

To summarise, d; denotes the total number of singlehoming consumers for platform i, m the
number of multihoming consumers, and D; denotes platform i's total number of consumers (i.e.
DMH — gMH 4 py and DZSH = de) We assume parameters are such that all multihoming

consumers are located between the platforms (partial consumer multihoming).”

It follows that we have the following definition for payoff in the pricing game:

WfH = (11-?7 + bS)DZSH under full consumer singlehoming,
TMH — (££= + bs)dMH 4 (55 +bm)m  under partial consumer multihoming.
Using DZMH = d{VIH +m, we can rearrange 7TZMH, and for the remainder of this paper we will use the

specification TMH = (£ +bs) DMH — (bs— by, )m. We have that 7 > 0 represents the value-added
tax (VAT) levied on the consumer prices.!® We assume no VAT on advertisement, the reason is
that most advertisement is bought by firms which means it is treated like an intermediate good, and
exempt from VAT in most systems. See Kind et al. (2013) for treatment of the competition when
both consumer subscriptions and advertisement is subject to ad-valorem taxation like VAT.

The model thus captures two asymmetries in the platforms’ revenues which are present in the
newspaper market: (i) the asymmetric advertisement revenues between singlehoming and multi-
homing consumers, and (ii) the asymmetric effect of VAT on subscription revenues and their other

revenues.

We will use the Nash equilibrium in the pricing game for comparative static in the analysis.

7Formally, partial consumer multihoming (0 < m < 1), implies 2t < e; + e; — n + [1 4 7](bs + b)) < 4t, and the
location restriction that zo1,z10 € (Xo, X1) implies that |e; — e;] is not too large (4t > 2e; — n + [1 + 7](bs + b))
for both).

BUsually, the rate of VAT is just determined as the size of the fraction, T = 1/(1 + 7), but for analytical convenience
and without loss of generality we use the specification above with 7 as the relevant variable. This is in-line with the
literature on ad-valorem taxed of two-sided platforms, see e.g. Kind et al. (2013) and Foros et al. (2019).
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Media policy objectives

We are interested in understanding the effect of media policy on the competitive equilibrium. As
discussed in the Introduction, (news) media policy can be characterised as a means to affect
competition in the news market, where we highlight newspapers. The standard measure of interest
for media policy makers is circulation, whereas competition authorities pursue maximising consumer
surplus. In order to ensure our results are relevant for policy-makers, we also use circulation measures
for the government.®

Following stated media policy objectives, both the degree of multihoming (as a measure of media
pluralism among the consumers) and the length of the market (as a measure of market coverage) is

of interest to policy-makers. The measure of multihomers follows from m, and we define:

m ifm >0,
M = (3.2)

0 ifm<o.

Additionally, we measure market length (number of consumers with at least one subscription):

2ntet+e1 potp

L=z —xp=1
X1 Zo + ¢ n ;

(3.3)

where L = 1 under the covered market assumption (I = 0). In order to capture that total sales
exceed the number of consumers when there is multihoming, we introduce a measure of total market
size (circulation):

C=M+1L. (3.4)

3.3.1 Price equilibrium candidates

We now present the equilibrium candidates for singlehoming and multihoming.?® We first consider

the equilibrium candidate with full consumer singlehoming. When we solve the first-order condition

PBWhile we do not explore the mapping between consumer surplus and circulation in this paper, we have some conjecture
regarding the relationship. Under consumer singlehoming, measuring circulation should yield qualitatively the same
results as if we used consumer surplus. Consumer surplus follows from consumers’ utility and as such we know that
when more content is available or prices are reduced, consumer surplus increases — in our model these changes lead
to market expansion in the hinterlands. Under consumer multihoming, however, the relationship is more complex,
as we will show, what expands demand in the number of hinterland consumers, can have a negative impact on the
number of multihoming consumers.

2For the purpose of this paper, we only consider the equilibrium candidates. In a one-sided fixed-length market,
Arve et al. (2025) show that when there are low levels of exclusive content the equilibrium outcome will be that
the platforms set prices to induce consumer singlehoming, and when there are high levels of exclusive content the
platforms will set prices to induce (partial) consumer multihoming. In effect, a platform can set high prices to induce
consumer singlehoming, and low prices to induce consumer multihoming.
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(FOC), on?H /Op; = 0, we find the reaction function:

t+pj—3[1+7']b5 i 2n+3e7;—ej

and equilibrium prices are:

e T(t—=3[1+7]b,+2n) + 17¢; — 3¢;

(Note that we use asterisk, x, to denote equilibrium levels.) Platform payoff in equilibrium under the

assumption of consumer singlehoming is given by:

S Hx*
Di

1473

osHe _ 1 2t < 3[7(15 +2n + 2[1 + 7]bs) + 17¢; — Bej] )2
70t :

We next consider the equilibrium candidate when we allow for (partial) consumer multihoming.
When we solve the FOC, dnM# /9p; = 0, we get the reaction function:

MHe Tt 2e — [1+T](bs—|—bm)

pi (p;) = pMH* = 1 :

(3.6)

which is also equal to the equilibrium price.?! Platform payoff in equilibrium with partial consumer

multihoming is given by:??

pi+[147]bs DMH~
M _ 1 (n+26i+[1+7](3b5—bm))[n+26i+[1+7](b5+bm)
! 1+7 4 2t

ei+ej —n+[14+7](bs + by) _1}
2t

m*

- (bs - bm)[

ZThis ‘strategic independence’ result is already established in the literature (Kim and Serfes, 2006; Anderson et al.,
2017). The intuition is that the marginal multihomer is making the decision whether the incremental value — absent
budget constraints — of taking on a second subscription is worthwhile, meaning that they don't compare the services
directly. It will never be beneficial for a consumer to choose a platform subscription where they have to pass another
platform first, thus the hinterland consumers only care about whether the nearest platform is preferred to the outside
option (abstaining). This follows from the assumption of symmetric transportation costs between the platforms, see
Ferreira and Thisse (1996) for when this does not hold.

2Demand for multihoming consumers and singlehomers in equilibrium are, respectively:

m — ei+e; —n+[1+7](bs + bs) 1 and diVIH*zl—&—Qn—’—ei_ej.

2t 2t
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The second-order condition (02m;/0?p; < 0) is satisfied for both equilibrium candidates.

3.4 Effect of media policy on competition in prices

We will now proceed to study the effect of media policy tools (VAT rate reduction, subsidies) on the
competitive outcome on market outcome and price levels. In the subsequent section, we will focus

on the effect on content provision incentives.

3.4.1 Consumer singlehoming

We consider the effect of indirect subsidies, i.e. reducing the rate of VAT, on the equilibrium price

level (eq. 3.5) by studying the effect of a marginal reduction in 7:

o-1) 57

We find that the effect of VAT depends on the sign of the marginal benefit, bs. If the marginal
benefit dominates marginal cost (bs > 0), then a reduction in the rate of VAT leads to increased
subscription prices for consumers. This is not novel insight (Kind et al., 2008, 2010, 2013; Kind and
Koethenbuerger, 2018; Foros et al., 2019; Belleflamme and Toulemonde, 2017). In short, the VAT
acts as a revenue split between the platform and the government on subscription revenues, meaning
that the digital platform’s best-response to a reduction in the rate of VAT (which gives them a
greater share of subscription revenues) is to exploit the relatively larger private gains from a price
hike.

If the marginal cost exceeds the marginal benefit (i.e., bs < 0) — meaning that the costs associated
with print and distribution are greater than the marginal benefit from advertisement and direct
subsidies — then the effect of providing a reduction in the rate of VAT will lead to lower subscription
prices.

Summarising the result, we note the following lemma:

Lemma 3.1. Under consumer singlehoming, all else equal: a reduction in the rate of VAT, 7, leads

to (i) higher prices if by > 0, and (ii) lower prices if bs < 0.

We next consider the effect of direct subsidies, i.e. policy which directly affect the marginal

benefit, bs, by studying the effect on the equilibrium price level of a marginal increase in the marginal
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benefit:23

1 —

ob, 5

opH* 3[1+ 7]

Not surprisingly, if the marginal benefit increases, then the equilibrium price level will be decreased.
The platforms reduce subscription prices to induce more consumers to take on a subscription, which
provides a larger base from which they can collect marginal benefit. This result mirrors established
result for marginal cost (unit tax), just with the opposite sign (Kind et al., 2010; Kind and Mgen,
2015). Note that this also means that the unit taxes always lead to relatively higher prices, either by
increasing the marginal cost or by decreasing the marginal benefit, depending on the other variables

in bs. We have the following lemma:

Lemma 3.2. Under consumer singlehoming, all else equal: the effect on price of a change in marginal

benefit is greater for higher rate-levels of VAT.

One take-away from Lemmas 3.1 and 3.2 is that in the absence of marginal benefit (/costs), i.e.
bs = 0, then there is no effect of a VAT rate reduction on equilibrium prices, whereas unit taxes
or subsidies do lead to changes in price levels. Examples of such markets are e-books, which have
virtually no marginal cost in terms of distribution, but also no (obvious) two-sidedness to it. See
Kind and Koethenbuerger (2018) for further discussion of this result and the market for electronic
books.

While we interpret the changes to b as changes to subsidy levels in the discussion, the analysis
is equivalent if we interpret the changes in b, as the result of changes to the advertisement rate, a.
This follows from the marginal benefit function, where we have: 0b;/0s = dbs/0a = 1.

Lemmas 3.1 and 3.2 rely on a given level of exclusive and non-exclusive content, we now discuss
the effect of changes in the content levels on equilibrium price levels. In standard applications of
the Hotelling model with singlehoming consumers and the traditional market coverage assumptions
(which implies that all consumers subscribe to at least, and at most, one platform), the non-exclusive
content in the platforms’ content catalogues does not matter for the equilibrium price levels, because
the marginal consumer can access it through either platform they choose. When we allow for demand
in the platforms’ hinterland to be endogenous, the marginal hinterland consumer do care about both
exclusive and non-exclusive content, which means that higher levels of non-exclusive content gives

the platforms more pricing power, and thus it influences the equilibrium price level. If the platforms

B Note that this captures direct support in form of increasing a circulation-related direct transfer, but also policy which
act to reduce marginal cost. Kind and Mgen (2015) reviews the effect of tax credits for editorial costs, which affect
the fixed costs of producing journalistic content. marginal cost reducing policies would be write-offs for print and
distribution, which reflect the marginal cost — and are less relevant for digital news.
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are symmetric (e; = e; = e), then a marginal change in the level of non-exclusive content (n) affect
the price level as much as a change in each platform’s level of exclusive content.

We now turn attention to the measures of government policy on circulation. Under consumer
singlehoming, there are (by assumption) no consumers who subscribe to multiple platforms, such
that M5H* = ( (the media policy outcome measure defined in eq. 3.2). Under the standard
market coverage assumptions, the total number of possible subscriptions in the market is fixed,
CSH = [SH — 1. The implication of this is that platforms can only grow demand through business-
stealing. When we relax the market coverage assumption and allow hinterland consumers to choose
to opt into subscription, platforms can expand demand by attracting consumers whose opportunity
cost is abstaining from subscribing to either platform (the hinterland margins), in addition to through

business-stealing (the indifferent-consumer margin). We get a measure of total circulation as follows

(eq. 3.3 and 3.4):

3leo +e1 +2n+ 2[1 + 7]bs| — 2t

CSH* — LSH* -1
+ ot ’

where the 1 highlights that total circulation in a covered market, under the assumptions of consumer
singlehoming, is fixed at 1 by assumption.

Having established how changes to the VAT rate level and marginal benefit affect the consumer
price level of the individual platform, we now turn attention to the aggregate effect on circulation in

the whole market. We have that:

oL H* 6 OLSH*  6[1 + 7]
o) —ab5(< 0) and 5.~ 5 (>0).

This gives the following Lemma:

Lemma 3.3. Increasing marginal benefit (e.g. by subsidy) increases L°"*, whereas VAT rate

reduction increases L>™* only if b, < 0.

Lemma 3.3 tells us; i) that increasing the level of direct support leads to increased circulation,
which is driven by expanding the market at the hinterland margins;?* and ii) that the effect of indirect
support (VAT rate reduction) depends on whether the platform face marginal cost or marginal benefit

from increased demand. For newspapers, the marginal cost is associated with print and distribution,

% Note that this also holds if net marginal benefit is a marginal cost, because it reduces the upwards pressure of the
marginal cost on equilibrium price levels. If the government use unit taxes, the effect is the opposite, because a unit
tax is a marginal cost to the firm.
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not content production, which means that digital newspapers have marginal cost close to zero, and
(at least) some advertisement revenues, in addition to potential unit subsidy or taxes.

We can now highlight a virtue of our modelling approach, because we know that the changes
in LSH* are driven by the marginal hinterland consumers, meaning those located the furthest away
from the centre of the (horizontally) differentiating axis. The purpose of the media policy tools is to
increase circulation. Representative consumer models do not indicate where the increased circulation
is coming from (i.e. which consumers change behaviour); and using discrete choice models like
Hotelling with the market coverage assumptions precludes an important aspect of media policy
goals, namely market expansion. The consumers whose choices are affected by the policy are the
consumers located in the hinterland, furthest away from the center. While this will become a more
valuable point in Subsection 3.4.2, when we also study multihoming, a part of the literature on the
effect of fiscal intervention in newspaper markets use Hotelling with market coverage, and consumer
singlehoming by assumption (see e.g. Kind et al., 2013).

We summarise the results from the analysis under the assumption of consumer singlehoming in

the following proposition:

Proposition 3.1. Assuming consumer singlehoming, and all else equal: if platforms make net
marginal benefit (cost) by expanding demand, then a reduction in the rate of VAT will lead to higher
(lower) equilibrium price levels and decreased (increased) circulation; the effect size depends on the
magnitude of the marginal benefit (cost). Likewise, a change in unit subsidy (tax) always lead to

lower (higher) consumer subscription levels, where the effect size depends on the level of VAT.

3.4.2 Partial consumer multihoming

We now study the outcome when we relax the consumer singlehoming assumption. In terms of market
size, note that the market can expand both on the extensive margin (more hinterland consumers
opting to subscribe to at least one platform), and on the intensive margin (more consumers choosing
to multihome). To the best of our knowledge, this model has not been utilised in the literature
earlier,?® we thus also devote some attention on the analysis of the interplay between the singlehomer-
multihomer margin and the hinterland margin and platform strategy in equilibrium.

A platform'’s total demand is given by:

No hinterland h;

——~— /TG/T

e — i n .
e e B

%A set-up assuming no government is used by Dyskeland and Foros (2023) and in the appendix of Foros et al. (2024).
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3.4. Effect of media policy on competition in prices

where it is worth noting that their total demand follows just from the locations of their “last”
multihoming and hinterland consumers (see Figure 3.1b). The level of non-exclusive content, which
has incremental value zero for multihoming consumers (who can access it through their ‘first’ platform

26 now affect demand positively because it enters the incremental value to a hinterland

subscription),
consumer of taking on a subscription.

We now turn to the effect on the equilibrium price level of relaxing the ‘covered market’ assumption:

No hinterland

) = pMH» _ e; — [1+ 7]bm +”—[1+T}(bs—bm) (3.1)
1 2 4

MH
b; (pj

The term in the first brackets is the price level assuming there are no hinterlands (h; = 0), it captures
that demand growth comes from attracting new multihoming consumers. The price level depends
only on the level of exclusive value to multihoming for consumers (Kim and Serfes, 2006; Anderson
et al., 2017), and the value of multihomers to advertisers (Ambrus et al., 2016; Anderson et al.,
2018; Athey et al., 2018). We also have that the strategic independence result (Kim and Serfes,
2006; Anderson et al., 2017) — that the platforms’ reaction function is equal to their equilibrium
price — from the consumer multihoming literature holds when we allow for endogenous hinterland
size.

In order to evaluate the effect of media policy, we now turn attention to the effect of providing
the platforms a reduction in the rate of VAT, or an increased marginal benefit. The effect on the

subscription price level of a marginal reduction in the rate of VAT is:

OpMH* b4 b,

1 —

o—-1) 4

(32)

Because the marginal benefit to the platform from a singlehoming consumer (bs) is (weakly) greater
than the marginal benefit of a multihoming consumer (b,,,), its sign determines the sign of the effect
from a rate reduction.?” If the marginal benefit is positive, then providing the platforms with a VAT
rate reduction leads to an increased subscription price level; likewise, if the sign is negative (such
that it becomes a marginal cost), then a rate reduction leads to lower subscription price levels. The
intuition is the same as under consumer singlehoming.

This for consumer multihoming, together with Lemma 3.1 for consumer singlehoming, gives the

2Remember that this is by assumption, but it does not qualitatively alter our results, see Anderson et al. (2017).

2'This follows from the incremental value of multihoming consumers in the advertisement market, where reaching the
eyeballs of a singlehoming consumer is worth a > 0 to advertisers, and reaching the eyeballs (twice) of a multihoming
consumer is worth only a fraction of that, ga, with 0 < o < 1, meaning that b; — b, = (1 — o)a > 0.
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following proposition:
Proposition 3.2. All else equal: a reduction in the rate of VAT (01 < 0) leads to:

1. higher subscription prices if bs > 0 and lower subscription prices if by < 0 under consumer

singlehoming; and

2. higher subscription prices if bs + b, > 0 and lower subscription prices if bs + by, < 0 under

consumer multihoming.

Proposition 3.2 also holds under under the standard market coverage assumptions, but the price
level with the covered market assumptions does not depend on bs, only b,,. If we consider earlier
literature, see for instance the results by Foros et al. (2019) (who assume market coverage), this

relationship is implicit, but not highlighted explicitly. We note the following corollary:

Corollary 3.1. Assume b; + b, < 0 with s =0, a VAT rate reduction leads to a lower subscription
price level. In contrast, a VAT rate reduction combined with a direct subsidy s > 0 such that

bs + by, > 0 leads to an increased subscription price level.

From Corollary 3.1, we have that if a government combine indirect support and direct support,
they may cancel out. In Norway, the government provides direct support to local newspapers, and
provides all news media a zero-rated VAT on subscriptions. Both policies are meant to improve
media finances in order to ensure greater total circulation.

A change in the advertisement market for the platforms — either in the rate the platforms are able
to change advertisers for access to the eyeballs of singlehoming consumers (a), or in the rate the
platforms are able to charge for multihoming consumers is lowered (i.e., oa) — leads to changes in
the level of the marginal benefit. This highlights the complexity of government policy in newspaper
markets, whereby the effect of changes in policy differ depending on the structure of the advertisement
market and the newspapers’ cost structure.

We next consider the effect of direct subsidies. The asymmetry between singlehoming and
multihoming consumers is introduced in the advertisement market. The effect of changes in unit
subsidy/taxes, or in marginal cost, is symmetric between on the net marginal benefit from single-
homing and multihoming consumers. We simplify the analysis by making the abuse of notation and
set by = b, = b for the analysis. This means we confine the analysis to focus on the symmetric

effects, which do not generalise to effects from the advertisement market.?® The effect of a direct

28Remember that Obs/0s = Qb /s = 1, such that the subsidy enter the equilibrium price level through bs+b,,, = 2s,
which would give the same outcome with a less general expression as when we differentiate with respect to b (plugging
in by = b, = b into eq. 3.6).
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transfer which has a symmetric impact on a platforms’ singlehoming and multihoming consumers is:

op!t [+

which is similar in form to the effect under consumer singlehoming. We have that, given an ex-ante
positive level of direct support and rate of VAT (7 > 0), a reduction in the platforms’ rate of VAT
leads to a lesser effect of the direct support. As under consumer singlehoming, this also provides
insight into the effect of levying a unit tax, which leads to relatively higher prices independent of the
level of marginal cost of advertisement revenues.

Together with Lemma 3.2, and Proposition 3.2, we highlight that the relationship between indirect

support and direct support is bidirectional with the following corollary:

Corollary 3.2. All else equal, if the government provides some level of direct support (subsidy) a
reduction in the rate of VAT on subscription prices leads to a lesser effect of the direct support on

subscription prices.

The intuition for this result is the same as discussed earlier. The VAT acts as a revenue split
between the platform and the government, which means that 1) subscription price increases are less
profitable, and 2) revenues generated from the marginal benefit is relatively more profitable than
revenues generated from subscription prices.

We now turn attention to the effect of direct and indirect support on circulation numbers. The

number of multihoming consumers is:

No hinterlands
e +é€; —|—2[1 +7‘]bm
2t

—n + [1 + 7]bs

M =
2t ’

~1]+

_eitej—n+[1+7](bs + b) )
- 2t o

The effect of a reduction in the rate of VAT leads to a reduction in the number of multihoming
consumers, this follows from the previous result that it leads to higher price levels. The mechanism
is the same, i.e. the price effect of VAT enters through the marginal benefit, meaning that if the
marginal benefit is negative (marginal cost), a reduction in the rate of VAT leads to more multihoming
consumers.

The length of the market is:

LMH* :1+3n+6i+ej+[1+7](bs+bm)
2t ’
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where it is immediately clear that without the market coverage assumptions we can study what
drives market expansion on the extensive margin (left to right). The effect of a reduction in the rate
of VAT leads to a reduction in the length of market with subscribing consumers, this follows the
previous result that it leads to higher price levels. The shortening of (participating) market length is
driven by the decision of the “last” hinterland consumers choosing to opt out of subscribing given
the increased subscription price level.

The measure of total circulation (C'= M + L) is:

CMHx _ €i+€j+n—|—[1+7’](bs+bm)
. )

Together with Lemma 3.3, we state the following proposition:

Proposition 3.3. All else equal, and with net marginal benefit (bs + by, > 0): a reduction in the
platforms’ rate of VAT on subscription prices lead to fewer consumers at both the intensive margin

(multihomers) and at the extensive margin (fewer hinterland consumers subscribing).

Proposition 3.3 tells us that if a media policy objective is to increase circulation by either having
more hinterland consumer opting into subscriptions, or by having more people reading news with
both a left-wing slant and a right-wing slant (multihomers), then VAT rate reduction is a counter-
productive policy with digital platforms. The first part of Proposition 3.3 (the effect on multihomers)

is also shown by Foros et al. (2019), but they assume market coverage.

3.5 Effect of media policy on platforms’ content incentives

Thus far, we have been concerned with competition in the price game, taking the level of exclusive
and non-exclusive content as given. We now turn attention to how public policy, direct support and
indirect support, affect the platforms’ incentives to invest in content. While it is tempting to solve
for equilibrium content levels to study comparative statics on them, the question of how to specify
cost functions in content production does not have an obvious answer.

Non-exclusive content can reflect content by government provision such as public notices of
legal changes, economic statistics, etc., or it can reflect the degree of copying whereby one outlet
summarise a rival's reporting in a story of their own. Exclusive content can reflect stories which
are carefully (and expensively) reported, but also cross-word puzzles or opinion writers. We thus
take the view that by studying the marginal impact of content level on the platforms’ profits we can

highlight the relevant effects.
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In the discussion concerning content in Section 3.4, we have considered the effect of changes in
content distribution on outcomes. In most Western countries, the press are free to make content
distribution choices independently of a policy maker. The policy maker might be able to influence the
distribution of exclusive versus non-exclusive content by supporting a news agency (which acts as an
upstream supplier of news to news outlets/platforms), through copyright legislation, etc. Alternatively,
the media industry themselves often regulate norms regarding using competitors' content, there are
stark differences between outlets and between countries to what extent one newspaper will report
on a rival's story without confirming it with their own sources — thus providing some exclusivity to
whomever broke a news piece first. We now turn attention to how the policy instruments aimed
at expanding consumer demand influence the platforms’ own incentives for distributing marginal
content exclusively or non-exclusively.

In the literature on mergers in the newspaper sector, there has been some — albeit limited —
attention to the role of content incentives. In particular, content has been categorised in terms of
‘hard’ and ‘soft’ news, or as categories. This means that it is not straight forward how to compare the
empirical results to the theoretical relevant categorisation of content, by whether it can be excluded
from non-subscribers or not. Fan (2013) finds that local newspaper consolidation happens both
through higher prices, but also through reduced ‘quality’ of content. George (2007) and Seamans and
Zhu (2014) finds that local newspaper mergers increase the total number of (journalistic) ‘beats’ (a
specific topic covered) in the new entity — a postulate: this means more non-exclusive news because
by sharing content can the costs of a beat be spread across the newsrooms. Similarly, George (2007)
and L'Heudé (2023) find that newspaper mergers shift content towards more topics in ‘hard’ news
than ‘soft’ news.?? This highlights that studying the platforms’ content provision incentives are

relevant for policy aimed at media markets.

3.5.1 Consumer singlehoming

As has been highlighted, the level of non-exclusive content (n) plays no role in consumers’ decision-
making in the Hotelling model with the market coverage assumptions, from which it immediately
follows that the platforms have zero willingness to pay for non-exclusive content.

We first do some comparative static on the effect of changes to the levels of exclusive and non-

exclusive content on the circulation measures. This highlights why it is interesting to study the

PUsing quasi-experimental methods to study the effect of the introduction of a fixed cost to promote content on online
book review platform Goodreads.com, Zhu, Shi and Banerjee (2025) finds that making content costlier to distribute
leads to more popular content and reduced genre diversity.
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(second-order) effect of the media policy instruments on the platforms’ content incentives, because
they influence the circulation objectives.
We first consider the effect of the level of exclusive versus non-exclusive content on market

circulation. We note that:
8LSH* aLSH* aLSH*
= +

on Oeg Oer ’

meaning that a marginal increase in the level of non-exclusive content leads to a greater effect on
market expansion than the effect of one platform increasing its level of exclusive content.3% This
is not surprising, non-exclusive content is available to consumers on either platform, meaning that
higher levels of non-exclusive content attracts consumers at both hinterland margins, but does not
affect the decision of the indifferent consumer located between the platforms. However, if one
platform increases its level of exclusive content, they attract more consumers in their hinterland in
addition to ‘business-stealing’ of marginal consumers from the rival.

To summarise, although the policy-maker cannot control the content provision decisions, under
consumer singlehoming, for a policy maker whose objective is to maximise circulation, increases
in the level of non-exclusive content is preferred to an increase in one platform’s level of exclusive
content. It highlights that the value of non-exclusive content is driven by the hinterland consumers,
not the traditional consumers located in the center between the platform, who care about exclusive

content. To summarise:

Lemma 3.4. Under consumer singlehoming, for a policy maker whose objective is to maximise
circulation, increases in the level of non-exclusive content is more effective than an increase in one

platform’s level of exclusive content.

We now turn attention to how changes in the media policy instruments influence the firms
incentives to distribute content exclusively or non-exclusively. Under the assumption of consumer
singlehoming, the platforms’ incentive to invest in content follows from how it affects their equilibrium

profits:

35’

87er*_< 1 DSH*)?A
8ei 147 t

and

35

awiSH*_( 1 DSH*>28
on 1+7°

Note that because the level of non-exclusive content affects the location of the marginal hinterland

30f course the exact degree to which n and e; affect L57* follows from assumptions in the model. It highlights
the fact that changes in the level of e; influence the marginal hinterland consumer for only platform i, whereas n
influence the marginal consumer on both sides.
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consumer,3! the platforms have positive willingness to pay for increased non-exclusive content. The
terms in the big brackets are identical, and it is immediate that 34/35 > 28/35, meaning that the
platforms have — all else equal — stronger incentives to invest in exclusive content than non-exclusive
content. The reason is that the the decision of a marginal hinterland consumer can be affected by
new content independent of whether it is exclusive or non-exclusive to the platform, whereas the
subscription decision of consumers around the singlehomer-multihomer margin is only affected by
changes to the platforms’ exclusive content.

We now ask how changes in government policy affect the incentives for increasing the level of
content available on the platforms — it is an explicit policy objective in many countries to make news
as widely available as possible, the effect of policy on content exclusion is thus of interest. We first
consider policy which changes the platforms’ marginal benefit, us, then we consider the effect of
VAT reduction after. The effect sizes are:

PP 102 and PPaPtx 84
deidbs 175t ondbs 175t

meaning that increasing the platforms’ marginal benefit strengthens the platforms incentive for
more exclusively distributed content more than it strengthens the incentive for more non-exclusive
distribution of content. This reflects the returns on revenues from increasing exclusive versus non-
exclusive content, accounting for cost functions might yield different results.

We next consider the effect of giving the platforms a reduction in the rate of VAT on platforms'’

willingness to pay for additional content:

2 SHx* 2, _SHx
78 i = %@i and 78 T = §@Z‘,
0e;0(—1) 35 ond(—7) 35

where @; = [1/(1 4 7)%] x [3(7t + 14n + 17e; — 3e;) /(70¢)].

We have that the effect on incentives for the platforms to focus on exclusive content dominates
the effect on platform incentives to focus on non-exclusive content. We have that the effect size is
dependent on the size of the marginal benefit.32 This tells us that a government providing direct
support (a subsidy) as well as a VAT rate reduction will doubly increase the platforms’ incentives for

exclusive content. We summarise the results in the following lemma:

3L Although it has no effect on the decisions of consumers located between the platforms.

2Unless &; < 0, which requires that e; > (7t + 14n 4 17e;) /3. If the difference in levels of exclusive content (e; — e;)
is too large, the margin x;; will move to the platform i's hinterland, a scenario not considered in this paper. See
footnote 17.
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Lemma 3.5. Under consumer singlehoming, all else equal, and assuming marginal benefit (b > 0),
any direct or indirect support to the platforms strengthens their incentives to acquire more exclusive

content relative to non-exclusive content.

Lemma 3.5 tells us that if the government provides the platforms with support, they will strengthen

the incentive for the platforms to focus on exclusive distribution of content.

3.5.2 Partial consumer multihoming

The results discussed in Section 3.4 hold for any combination of exclusive and non-exclusive content
in the platforms’ catalogues. We now turn attention to the role of content level first on prices, and
then circulation (total demand). The effect of a marginal increase in platform i's level of exclusive

content results in a price hike:

B — o2l =_-(>0).
oe; on 2

Increasing the level of exclusive content increases the value of the platform to consumers, leading
to the platform expanding demand at both the singlehomer-multihomer margin and the hinterland
margin. The platforms (optimally) increase the price level, but the net effects are larger demand and
higher profit margin. The effect on price level for a change in a platform’s level of exclusive content,
e;, is twice as large as for a change in the level of non-exclusive content, n. The reason is that
increasing n does not change the incremental value to consumers at the singlehomer-multihomer
margin, but it does for consumers in the hinterlands. The result is that changes to the level n
affect the decisions made by some consumers around the hinterland margin, but not around the
singlehomer-multihomer margins. The platforms only face one hinterland margin, which means that
a price hike resulting from increased n leads to a loss of multihoming consumers at the singlehomer-
multihomer margin. Dyskeland and Foros (2023) study this trade-off further, they find that platforms
may prefer to increase n, in order to attract hinterland singlehomers and turn some mutlihomers into
more profitable singlehomers — which may occur if access to singlehomers’ eyeballs are sufficiently
more worth than multihomers’ to advertisers.

We have that the effect on total circulation is symmetric to changes in exclusive or non-exclusive

content:
Oe; - on

This result follows from the discussion on the effect on price level from changes in the level of content.
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3.5. Effect of media policy on platforms’ content incentives

If a platform increases its level of exclusive content, circulation increases because the platform attracts
both new hinterland and new multihoming consumers (9M /de; = OLMH* /9e; > 0), leaving the rival
platform with the same number of eyeballs albeit some fewer singlehomers and more multihomers; if,
however, the increase in content level is distributed non-exclusively (n), then news circulation will be
driven by new hinterland consumers on both sides of the market (OM/dn < 0 and OLMH* /on > 0).
The increase in n will lead to a price hike which will lead some multihomers to choose to become
singlehomers (OM/0n < 0), but there will be more new hinterland consumers, such that the net

effect is increased circulation (OCMH*/9n > 0). We summarise in the following lemma:

Lemma 3.6. From the view-point of a media policy-maker and assuming consumer multihoming:
Compared to an identical increase in exclusive content, i) increasing the level of non-exclusive
content attracts more hinterland consumers to subscribe to a platform; and ii) increasing the level

of non-exclusive content leads to fewer multihoming consumers.

Lemmas 3.4 and 3.6 highlights that if a lot of content is distributed non-exclusively, it leads to a
wider (participating) market, a larger share of hinterland consumers subscribing to a platform, but at
the cost of fewer multihoming consumers (Lemma 3.6). Both are common media policy objectives,

which gives rise to the policy dilemma highlighted by the following proposition:

Proposition 3.4. From the view-point of a media policy-maker, if a media policy objective is to
maximise circulation, without regard to costs of content: for a given content level and net marginal
benefit (bs + by, > 0), content being distributed non-exclusively is (weakly) preferred to exclusive
distribution. If a media policy objective is to promote more multihoming consumers, then exclusive

content distribution is preferred to non-exclusive distribution.

We now turn attention to the effect of the media policy instruments on the platforms content
incentives. Encouraging non-exclusive content distribution is weakly preferred for a policy-maker
because it increases total circulation under both consumer singlehoming and multihoming, given
that is the most important objective. If the most important objective is to encourage consumers to
get some news with a left-wing slant and some with a right-wing slant, then encouraging exclusive
distribution in order to attract multihoming is preferred. If both objectives matter, the policy-maker
has to accept a trade-off.

We now study the effects of the policy instruments on content provision incentives. We have that:

M H %
on;

867;

rhoo]
1+7 7 ’
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and

2 4t

(97TZMH* B { 1 DMH*} 1 N 3(bs — bm)
on 1+7 "

The “direct” revenue gain from increasing the level of non-exclusive content is half of an equivalent
increase in exclusive content, but because the net effect changes the composition of the platforms'’
demand function the incentive could net still be stronger. This relationship drives the results in
Dyskeland and Foros (2023) (we show this shortly).

We first consider the effect of direct support on the platforms’ incentive to focus on exclusive or
33

non-exclusive content distribution. We again, without loss of generality for unit subsidy or taxes,

simply to by = b,, = b, and get:

827rZMH* B 1 q 827rZMH* B 1
de;0b o Tonob 2t

which tells us that increasing the direct support increases the incentive to distribute both types of
content. However, for the platform, we have that the marginal news story is relatively more valuable
if it is exclusively distributed for higher levels of direct support.

We now consider how the policy tools affect the platforms’ incentives to invest in exclusive or

non-exclusive content. We consider:

02 MiTx B 1 n+2e and
de;0(—1) (1+71)2 2t ond(—r)

2, _MHx*
o°m;

1 n + 2e;

1
T2(147)2 2

This tells us that providing VAT rate reductions do increase the incentive to invest in content for
the platforms. This is because for lower rate levels of VAT, the platforms receive a larger share of
the surplus generated by the effects of additional content. Note that the effect is twice as large
on exclusive content as non-exclusive content, the intuition for this asymmetry is also driven by
the effects discussed earlier. Exclusive content is more effective at attracting nominal subscriptions
(multihomer or singlehomer), whereas non-exclusive content attracts hinterland singlehomers, and flip
some multihomers into singlehomers. The VAT rate reductions make subscriptions more profitable
for the platforms, so they focus on exclusive content; on the flip side, VAT hikes makes it more

profitable to increase advertisement revenues, such that providing more none-exclusive content to

#This simplification works for changes to unit subsidy/tax or marginal costs, but not effects from the advertisement
market. This is because we rely on the simplification 9bs/8s = 9b,,/ds = 1 and 9bs/dc = Oby,/dc = —1. To
highlight this, we show the full expression for the effect of a marginal change in the unit subsidy:

P} 1 [BDZMH* db, | DM~ dbm] 1 2[l+7] 1
Oeids 14T obs ds Obym ds 1 14+7 2t
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increase the hinterland pool of consumers to sell to advertisers becomes a more tempting choice.
Dyskeland and Foros (2023) study the conditions and intuition for when the platforms prefer to
invest in distribution of non-exclusive content (when O7M* /on > OnMH* /9e;). They show that
if the singlehomer premium on the advertisement side is sufficiently large (i.e. o sufficiently low),
then increasing n which expands demand at the hinterland, and effectively turns a multihomer into
a singlehomer, it is more profitable for the platforms to increase hinterland demand and reduce the
number of multihomers. In our set-up, the condition for the platforms to prefer a marginal increase

in n over a marginal increase in e; is:

87rZMH* B 87T1MH* <0 —» ln—l—Qei
Oe; on 2 1471

+(s—¢c)<(1—-20)a.

This highlights that if the policy-maker cares about content being distributed non-exclusively, then
providing reductions in the platforms’ effective rate of VAT also makes it more likely that the platforms
will provide content exclusively (because it reduces the term on the right hand side of the inequality,
making it less likely to hold, all else equal).

With respect to content, we thus get the following proposition:

Proposition 3.5. All else equal and assuming net marginal benefit (bs + by, > 0), any direct or
indirect support to the platforms strengthens their incentives to focus on exclusive content relative

to non-exclusive content.

Propositions 3.4 and 3.5 highlights that a well-intentioned policy maker who provides public
support (direct or indirect) to the platforms may indeed have detrimental effects for digital newspapers.
Providing both indirect and direct support leads to counteracting forces, which leads to less circulation
than if the support was concentrated on direct support, with no VAT rate reduction. If the policy-
maker prefers content to be non-exclusive, so more consumers read the same news, then both direct
and indirect support lead to stronger incentives for exclusive content distribution — which is good for
media pluralism where consumers multihome and get news with both a left-wing and a right-wing

slant, but leads to more hinterland consumers opting out of the newspaper market.

3.6 Discussion and concluding remarks

This paper has analysed how fiscal media policy tools influence price competition, circulation, and
content provision in newspaper markets where consumers may abstain, singlehome, or multihome.

The analysis addressed three research questions: (i) how indirect and direct policy tools affect
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competition in prices and market coverage, (ii) how these tools influence incentives to invest in
exclusive and non-exclusive content, and (iii) whether the effects differ between print and digital
markets. The results show that the interaction between marginal cost, marginal benefit, and the

degree of consumer multihoming is central for understanding policy outcomes.

Competition and market coverage. The first research question concerns how VAT rate reductions
and direct per-subscriber subsidies shape equilibrium prices and circulation. The analysis shows that
VAT rate reductions do not uniformly lower subscription prices. When marginal cost exceed marginal
benefit — when print and distribution is expensive — lowering the rate of VAT reduces prices and
expands circulation. When marginal cost are negligible — as in digital markets — VAT rate reductions
increase the platforms’ retained subscription revenue and induce higher prices and lower circulation.
This reversal of the traditional mechanism illustrates that VAT rate reductions are effective only
under net marginal cost.

Direct subsidies operate through the opposite channel. By increasing marginal benefit, they always
lower prices and expand circulation. However, combining VAT rate reductions with direct subsidies
weakens the effect of the subsidy, since the VAT rate reductions increases the profitability of a
price increase. This interaction explains why applying both instruments simultaneously may fail to
generate the intended expansion in circulation.

This highlights that the common economic insight that unit taxes lead to higher prices and unit
subsidies to lower prices also holds in two-sided markets. It also highlights that policy which may
have worked in print (physical) markets rely on elements of specific market structure. The result
is that treating different formats equally will yield qualitatively similar outcomes with direct fiscal

measures, but may not do so with indirect fiscal measures.

Content incentives. The second research question concerns how fiscal tools influence platforms’
incentives to invest in exclusive and non-exclusive content. The analysis shows that both direct and
indirect support strengthen incentives for exclusive content relative to non-exclusive content. This
result follows from the comparative static condition formalised in Proposition 3.5: direct support
(subsidy) leads to a higher marginal gain in total circulation, for which a marginal increase in exclusive
content attracts both a hinterland consumer and a new multihomer for the platform, whereas non-
excluisve content attracts more hinterland consumers at the cost of multihomers (because of the
price increase); indirect support also leads to total circulation being more profitable (singlehomers

and multihomers pays the same subscription price) such that exclusive content is more effective by
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the same token as for direct support.

Lemma 3.6 clarifies this mechanism by showing that non-exclusive content expands the extensive
margin by attracting more hinterland consumers, but reduces the number of multihoming consumers
because of the induced price increase. Exclusive content, in contrast, attracts both new hinterland and
multihoming consumers, strengthening competition within the covered segment. The combination
of these effects explains why fiscal support systematically tilts content incentives toward exclusivity

even though non-exclusive content contributes more to market expansion.

Circulation, pluralism, and policy objectives. Proposition 3.4 highlights the policy trade-off
between maximising total circulation and promoting consumer multihoming. Encouraging non-
exclusive content is a weakly dominant strategy for increasing circulation, since it expands market
participation under both singlehoming and multihoming. If the policy objective is instead to promote
pluralism by inducing consumers to access multiple viewpoints, then exclusive content is preferred,
even though this reduces total market length by narrowing the extensive margin. Lemmas 3.4 and 3.6
support this result by characterising how content composition affects both the size of the participating

market and the prevalence of multihoming.

Differences between print and digital markets. The third research question asks whether the
effects of fiscal tools differ between print and digital markets. The results show clear asymmetries
driven by cost structure. When marginal cost are positive, VAT rate reductions expand circulation and
pluralism. When marginal cost are negligible, the same policy increases prices, reduces participation,
and narrows market length. Direct subsidies remain circulation-enhancing under both cost structures,
but their effectiveness is weakened when combined with a VAT rate reduction.

Digital news also magnifies the incentive asymmetry between exclusive and non-exclusive content.
With near-zero marginal cost and intensified competition for consumer attention, policy support
increases the profitability of exclusivity more than that of shared content. This explains why fiscal
instruments that historically promoted circulation in print markets may have unintended consequences

in digital settings.

Policy implications. Taken together, the propositions and lemmas reveal a fundamental policy
dilemma in digital news markets. VAT rate reduction were well suited to high-cost print markets, but
in digital markets they may lower circulation and reduce exposure to common news content. Fiscal

support also systematically increases incentives for exclusive content, promoting pluralism among
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participating consumers but shrinking the participating market.

Effective media policy using indirect instruments therefore cannot be format-neutral. Fiscal
neutrality across print and digital markets does not produce neutrality in outcomes. Policymakers
must recognise the trade-off between circulation and pluralism and design fiscal tools accordingly.
Policies aimed at expanding the extensive margin should encourage non-exclusive content and shared
news infrastructure, while policies aimed at deepening pluralism must account for the resulting
contraction in market length. More broadly, the analysis demonstrates that fiscal and competition
policies interact in two-sided media markets and must be evaluated jointly to ensure that interventions

support both economic viability and democratic pluralism.
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Do Capacity Constrained Bots Collude?*
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Abstract

Autonomous pricing agents (bots) have been shown to be able to produce supracompetitive price levels
for consumers. A charge levied against bots is that they learn to maintain the high prices through
strategies consistent with collusive reward-and-punishment strategies. Economic theory predicts that
full collusion is challenging to sustain when the firms are capacity constrained because deviation
by one firm is hard to punish by the non-deviating rival. We replicate an established simulation
environment with autonomous pricing bots competing a la Bertrand, and add capacity constraints
to investigate further the possibility of tacit collusion by bots. We find that the behaviour of pricing
bots is sensitive to the instructions they are given when playing the game. The bots’ strategies are

hard to fit with reward-punishment schemes from the theoretical literature.

Keywords: Algorithmic pricing, Autonomous pricing robots, Tacit collusion

JEL Classification: D43, D83, L13, L41, L86

*We are grateful to Eeva Mauring for useful discussions and comments at different stages of this work. We want
to thank Malin Arve, Giacomo Calzolari, @ystein Foros, Alexander Rasch, and participants at Bergen Center for
Competition Law and Economics (BECCLE), the Norwegian Competition Authority, the University of Bergen, NHH
Norwegian School of Economics, the 46th Annual Meeting of the Norwegian Association of Economists, and the 2025
BECCLE conference.

95



Paper 4. Do Capacity Constrained Bots Collude?

4.1 Introduction

A general concern in contemporary competition policy discourse is the role autonomous price-setting
bots will have on market outcomes. The advent of complex ‘machine learning’ and ‘reinforcement
learning’ computer algorithms, or ‘bots’, are believed to have the potential to command higher prices
from consumers, and to tacitly facilitate collusion (Ezrachi and Stucke, 2016; Calvano, Calzolari,
Denicold and Pastorello, 2020). Regulators and competition authorities have warned businesses that
regulation might be warranted (OECD, 2017). Schrepel (2025) shows how the European Union’s
‘Al Act’ gives competition authorities increased powers in the digital economy.

Pricing bots are already deployed in many real-world markets (Chen, Mislove and Wilson, 2016;
Hanspach, Sapi and Wieting, 2024; Spann et al., 2025), and in some markets where these bots are
known to be deployed there are tendencies toward high prices (Musolff, 2022; Brown and MacKay,
2023; Assad, Clark, Ershov and Xu, 2024). The worry, then, is that the high prices are maintained
through tacit collusion: by interacting in a strategic environment, the bots may learn to maintain
high profits by employing strategies that maintain high prices without having been instructed to do
so (Ezrachi and Stucke, 2016).

Self-learning bots are held to be at least partly based on a sub-category of machine learning
techniques called ‘reinforcement learning’ (Sutton and Barto, 2020): agents learning to reach some
goal (high profits) by making some choices (setting prices) in a given environment (a market). It has
not yet been possible to find analytical results on reinforcement learning agent behaviour when these
are interacting with one another, e.g., in a price-setting duopoly. Hence, economists have limited
recourse to theory when studying the consequences of bots for pricing and competition.! Instead,
following Calvano et al. (2020), it is by now a standard approach to simulate bots in an artificial
market to test which strategies they learn to play in repeated price-setting games a la Bertrand.

So far, the literature on bot pricing has assumed that the bots are unlimited in their capacity to
serve the market. This may be unfounded. Hanspach et al. (2024) analyse algorithmic pricing on a
large Dutch online marketplace, ‘Bol.com’, and find pricing behaviour inconsistent that is unlikely to
be maintained by tacit collusion. They rely on publicly available data scraped from the website. To
find relevant products to create price indices from, they found the top 12,000 bestselling products
and scraped prices based on products which were not ‘out of stock’ over a test period of three

consecutive days. Limiting their product set in this way led to a set of to 2,846 products, meaning

1There are however theoretical studies of how reinforcement learners act in simpler settings, for instance Abada, Lambin
and Tchakarov (2024) and Banchio and Mantegazza (2022).
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upwards of three fourths of the bestselling products on Bol.com are sold subject to some capacity
limit. We therefore hold that capacity constraints is a relevant factor consider when discussing the
use of bots or algorithms for pricing.

Economic theory provides clear predictions about the effect on collusion from introducing capacity
constraints: it is much harder to sustain. In the canonical model of tacit collusion, the equilibrium
strategies which yield supracompetitive profits inhibit a reward-punishment scheme whereby a deviat-
ing player is punished with low profits if they deviate from the supracompetitive collusive price level
(Harrington, 2018). The most well-known strategy to exhibit reward-punishment is ‘grim trigger’
where firms never again make supracompetitive profits once there is deviation. In pricing games with
capacity constraints, collusive strategies are characterised by playing collusive prices at which firms
holds excess capacity. The excess capacity may then be used to punish any deviating firm (Brock
and Scheinkman, 1985; Davidson and Deneckere, 1990).

We aim to understand the role of capacity constraints (inventory) on reinforcement learning bots’
pricing behaviour. This is of interest for two reasons. First, we can maintain the same technical
implementation of the bots while consider whether they alter behaviour compared to the infinite
capacity outcome in predictable ways (more mixed strategies or price cycling). Second, economic
theory predicts that a collusive strategy will constitute a price level at which each firm will hold
some excess capacity. We thus ask: are bots’ pricing behaviour more or less consistent with collusion
when the bots are capacity constrained? From which the corollary research question follows: are the
potentially supracompetitive prices maintained through a reward-punishment-scheme?

In order to answer the questions, we set up an identical simulation environment as Calvano et al.
(2020) and add capacity constraints which bind at higher prices than the Bertrand-Nash price level.?
We use three different approaches to capture capacity constraints. (i) are ‘naive’ bots, identical to
those in Calvano et al. (2020) except a constraint on how much they can sell if demand exceeds
capacity. The bots then have to learn that the capacity constraint exists and find some way to
work with it. (ii) are more sophisticated, in that the bots are coded to serve customers in order of
willingness to pay, effectively assuming that whoever coded the bot has this type of information and
can discriminate accordingly. Finally, (iii) are bots instructed to serve customers as they arrive, i.e.,
at random. Specifications (ii) and (iii), then, entail assuming ‘surplus-maximising’ and ‘proportional’

rationing rules respectively. The two types of rationing are important for the theoretical results of

2We deliberately choose not to make the capacity endogenous. The reason is twofold: we want to keep the experiment
as focused as possible on the role of capacity in bot price-setting — which is the relevant results for policy-making —
while being consistent with the literature; and many relevant commercial services offer pricing only as a service.
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pricing games with capacity constraints (see e.g., Vives, 1999, cpt. 5).

We can conceptualise the three different specification in terms of the available data and information
structure the bots’ designer/provider has available. The naive bot, (i), can be considered to reflect
that a bot is tasked with setting prices, but where a potentially different and independent system
handles inventory management. The second specification, (ii), where the bot rations demand by
serving consumers in decreasing willingness to pay, requires that the bot is able to sort consumers
by their willingness to pay. We take this to reflect a bot designer which is able to make use of, for
instance, big data sets in order to sort consumers.3 The final specification, (iii), reflects the outcome
when the bots are unable to sort consumers by willingness to pay, which could reflect a demand
steering rule by a platform marketplace whereby the consumers have to be served in random order.*

We find that the bots learn different strategies in the three set-ups we use, and as compared to
the benchmark without capacity constraints. Approach (i) yields higher and more stable prices than
in the benchmark. These prices are maintained by quite different strategies than in the benchmark,
but the average response to a deviation is quite similar to the response of bots that are not capacity
constrained. More stable behaviour also means that profits are more stable. In approach (ii), most
pricing happens below the Bertrand-Nash level, but there is also great variance in prices such that
average prices are above the competitive level. Much volatility and spread in prices yields highly
variable profits. In approach (iii), prices are highly variable with no clear pattern. Average prices are
high, as are profits.

With respect to the second research question, our results nuance the claim that bots learn reward-
punishment schemes. To investigate strategies, we follow the impulse response experiment of Calvano
et al. (2020): when the bots converge on stable prices we force one bot to deviate for one period
and then let the bots keep playing without interference. On average, the bots settle on sufficiently
high price levels to leave a lot of excess capacity. Economic theory predicts that a punishment would
mean for a bot to cut their price sufficiently to clear their capacity and drive away profits. However,
we find that the response of the non-deviating bot, rather than being a punishment, might as well
be a best-response, with some caveats.

We generally find it hard to characterise the strategies played by the bots as ‘collusive’, both under

the benchmark and with capacity constraints. The bots’ strategies are sensitive to the instructions

3Note that perfect price discrimination is precluded by assumption in this set-up.

*The relationship between algorithm design and a platform's design steering rule design is beyond the scope of this
paper, but Johnson, Rhodes and Wildenbeest (2023) study how non-capacity constrained bots equal to ours respond
when the bots compete on a platform which steers demand to one product or another depending on which bot sets
the lowest prices.
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the programmer provides, in line with previous findings (Asker, Fershtman and Pakes, 2024). Our
results highlight that average bot behaviour may give a misleading picture of what it is that the bots
learn and can therefore not be the only aspect considered by policy makers. Although the average
price strategies exhibit signs of bots playing tit-for-tat strategies, when we consider price setting
within one standard deviation from the mean, there are no coherent strategies being played by the
bots.

We are not the first to question whether the behaviour of bots playing and setting stable, supra-
competitive prices is the result of collusive strategies. We divide the critical literature into two
groups: work that focuses on the technical aspect of the simulation, and work that focuses on the
Economics of employing bots and the markets they work in. In the technical camp: Eschenbaum,
Mellgren and Zahn (2022) show that the average price level cannot be interpreted as maintained
by reward-punishment schemes when the competing bots differ in the environment from which they
learn; Asker et al. (2024) show that if the bots are instructed to consider counterfactual pricing,
or even just to treat demand as downward sloping, the supracompetitive prices collapse. In the
Economics camp, the most prominent example is Harrington (2022), who shows that collusive bots
made by a third party are not incentive compatible for firms to want to buy them.

Although we do work on the technicalities of bot simulation, we hold that our results have clear
implications for the Economics and markets aspects of using pricing bots. Our results show that
although the bots set higher prices than the Bertrand-Nash level, these are not the result of a collusive
scheme in any strict sense. Without doing a full analysis of the take-up game, we can conjecture
about which types of bots are more likely to be used by actual firms. The employment of partly
naive bots is clearly more beneficial than more sophisticated ones.

The rest of the paper is structured as follows. In Section 4.2 we provide a literature review, in
Section 4.3 we introduce the economic and the algorithm’s model as well as the experimental set-up,
in Section 4.4 we present the results, in Section 4.5 we provide a discussion of the results, and in

Section 4.6 we provide some concluding remarks.

4.2 Literature

Autonomous pricing: The use of bots for pricing is well documented across different industries
(Assad et al., 2024; Brown and MacKay, 2023; Byrne and de Roos, 2019; Calvano, Calzolari, Denicolo
and Pastorello, 2019; Calvano et al., 2020; Chen et al., 2016; Deng, 2018; Spann et al., 2025). There

are good a priori reasons why firms would want to employ such bots: price adjustments can be done
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faster and more frequently (Calvano et al., 2019), and bots will be less prone to biases associated
with human decision making (Schwalbe, 2019). Over several papers, Ezrachi and Stucke (2016, 2017,
2018) put forward their worry that the frequency at which prices could be set by bots could also
facilitate collusion. If supracompetitive prices are achieved by bots, deviation to more competitive
prices by one bot may be inhibited by how fast its rivals can react to the deviation. Seeing as bots
based on machine learning have been able to come up with sophisticated strategies when playing
games such as chess and Go (Silver et al., 2016, 2018), the fear is that bots used for pricing could end
up learning sophisticated strategies to maintain prices above the competitive level. Such strategies
could for instance be a reward-punishment scheme, where deviation from the supracompetitive price
is punished and adherence is rewarded (Harrington, 2018).

Although there has been work documenting that prices increase when bots are employed (Brown
and MacKay, 2023), and that those prices may be due to collusive behaviour (Assad et al., 2024),
tacit collusion is hard to investigate empirically, as the researcher needs access to firm-level data
and pricing tools. It has also proved hard to find any general theoretical results about the behaviour
of multiple machine learning agents interacting with each other (Bloembergen, Tuyls, Hennes and
Kaisers, 2015; Busoniu, Babuska and De Schutter, 2008). As a third option, Calvano et al. (2020)
suggests simulation as a method for investigating the claims of Ezrachi and Stucke. They simulate
a repeated Bertrand price-setting game with firms using Q-learning bots (Watkins and Dayan, 1992)
to set prices. The stable prices the bots end up playing are indeed supracompetitive, and Calvano
et al. (2020) argue that the bots learn to punish deviations. The results maintain when the bots
cannot monitor prices perfectly (Calvano, Calzolari, Denicoldé and Pastorello, 2021). Klein (2021)
finds similar results for a game with sequential rather than simultaneous pricing, and Banchio and
Skrzypacz (2022) report collusive outcomes in first-price auctions when the bidders are Q-learners.
Johnson et al. (2023) show that having Q-learners consider a simple platform mechanism when pricing
may alleviate the supracompetitve levels. Hansen, Misra and Pai (2021) argue that supracompetitive
prices due to Q-learners may obtain even if the bots do not act strategically, and Asker et al. (2024)
show that prices are adjusted down if the bots are given information about the slope of the demand

curve.

Price Competition and Capacity Constraints: Oligopolies where firms set prices conditional on
limits to production have been studied since Edgeworth’s 1925 extension of the canonical Bertrand
model to include capacity constraints. Edgeworth holds that there can be no (pure strategy)

equilibrium in such a model. Rather, prices will cycle: For a given price point above the Bertrand-
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Nash price the firms will engage in undercutting until all profits is competed away, at which point
prices will return to the higher price level, and the cycle repeats (Maskin and Tirole, 1988a,b). In
terminology that came about long after Edgeworth, one would say that there exists mixed-strategy
equilibria in capacity constrained pricing games (Allen and Hellwig, 1993; Dasgupta and Maskin,
1986).

In a two-stage game where the firms first commit a quantity and then compete in prices, Kreps and
Scheinkman (1983) find that there exists a pure-strategy subgame perfect equilibrium which produce
the Cournot outcome. They assume linear demand and that consumers with higher willingness to
pay are served first. Osborne and Pitchik (1986) shows that the Cournot outcome is the equilibrium
outcome for a more general set of demand functions. However, Davidson and Deneckere (1986)
shows that the Kreps and Scheinkman (1983) result is not robust to assuming that consumers are
served as they arrive, i.e., at random. The firms will then set capacities above the Cournot equilibrium
and use mixed strategies in the pricing game. Madden (1998) is able to achieve the Kreps and
Scheinkman (1983)’s outcome in a game where there consumers are served as they arrive, subject
to strong assumptions about the demand and cost functions.

Expanding the capacity constrained pricing game to include repeated competition in prices gives
a well-known multiplicity of equilibria (Friedman, 1971). Prices above the competitive level can
then be maintained by for instance a ‘grim trigger’ strategy. Brock and Scheinkman (1985) find
that collusion on high prices is possible if capacities are large enough to accommodate punishment
of deviation. They assume that the capacity is set exogenously and speculate that if the choice of
capacity were to be made part of the game, the capacity choice would be higher than in a two-stage
game. Brock and Scheinkman's speculation proved to be true, as Benoit and Krishna (1987) show.
When firms first commit to a per-period capacity and then compete in prices, they either commit to
the Cournot equilibrium in all sub-games or to capacities in excess of what is needed to satisfy market
demand on the equilibrium path. As the choice of capacity is made more flexible, the game reduces
to Friedman's supergame and excess capacity is no longer necessary for supracompetitive prices to

be maintained. The results in Benoit and Krishna (1987) hold for a general demand function.

4.3 Model and set-up

Although the results of this paper is simulation-based and not theoretical, we now provide a full
discussion of the underlying economic model used for our simulation. Absent capacity constraints,

this also counts as a complete formulation for the economic model used by Calvano et al. (2020).
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We consider a duopoly market with single-product firms (i = 1, 2) selling a perishable good, and
where there exists an outside good (i = 0). Per time period, the consumers are a mass N = 1
who make the discrete choice of which product (including the outside good) to buy. The bots meet
in the market repeatedly over an infinite time horizon each with a given inventory level, and they
compete with prices as the strategic variable. It follows from the assumption of perishable goods
that consumers consume the product immediately when they buy it and that firms cannot store
inventory across periods.

Consumers get net utility u; = a; — p; from buying and consuming product i, where we have
that pg = 0. a; is an index representing quality of the product, where ag is a composite index
representing the value of choosing the outside good. When consumers choose which product to buy,
idiosyncratic tastes play a part, this means that the consumers’ decision problem can be modelled

using the multinomial logit demand (MNL) model:®
max U; = u; + un;, (4.1)
7

where n; is an i.i.d. random variable (per consumer, per product) drawn from the Gumble distribution
with location zero. The term u > 0 is formally the scale parameter for the distribution, but it
has economic meaning in that it captures horizontal differentiation. Larger levels of u implies that
consumers place less weight on changes to price or quality of the products, and makes non-systematic
factors (such as individual tastes) more influential in the final decision to buy.® The MNL model
produces, for each product, a probability of purchase, P;, which gives expected demand function,

D; = NP;, per time period, t:

exp [(ai — pit) /1]

_:Zmexp [(aj — pjs)/ 1] + explao/p]

D;; =

)

(4.2)

The bots are limited in how many past own and rival prices they can condition a current price
choice on.

Firms are capacity constrained and the goods are perishable such that any unsold goods are
salvaged at price equal to zero after the market has cleared in every period. We denote the capacity

constraint by k; > 0. There is of course no capacity constraint on the outside good. The capacity

*We follow Calvano et al. (2020) here. See also Anderson and de Palma (1992) for a more thorough treatment of the
properties of MNL as a demand system. Anderson et al. (1992) provides a textbook treatment of MNL as part of a
larger class of discrete choice demand systems.

b1t plays a similar effect as the transportation cost in consumers’ utility in the traditional Hotelling model.
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constraint is specified as:

ki = wiDi(p] ", p "),

where w; is the share of demand covered by the capacity of firm 4 and Di(p;NE,pévE) is demand
at symmetric Nash pricing. Since we do not model how capacity is set, we follow the literature on
repeated games under capacity choices (Brock and Scheinkman, 1985; Benoit and Krishna, 1987)
and assume that each firm holds capacity so that it can cover demand at or below monopoly pricing:

wi € Dl(pi\/[,pjw) 1
' Di(pianpé‘VE)v

The firms’ stage game payoff is given as:

(pig —ci)Diy  if Diy < Ky,
7'(‘@'715 = (43)

(pig —ci)ki  if Dig > K.

where ¢; > 0 is the constant marginal cost associated with selling an additional product (e.g.,
handling and packaging).

Our first implementation - the bot has capacity constraints but is not instructed on how to act
when constrained - can be considered to reflect a naive implementation of a bot by a capacity
constrained firm. If the bots as implemented by Calvano et al. (2020) are appropriate for digital
goods, then this can be considered that a firm implements the same bot and just restricts how much

it can sell each period. The realised demand with no rationing instructions is:

Dl' if DZ = min{l-@i, Dz}
D(pilp;) = (4.4)
Kj if R; = Hlin{lii, Dl}

The alternative to a blatant restriction on how much the bot can sell is to specify a rule for how
to ration realised demand. There are two rules that can be viewed as the extremes of a continuum of
rationing rules (Davidson and Deneckere, 1986). Using the terminology of Vives (1986) and others,
we refer to these as the 'surplus-maximising’ and the 'proportional’ rules. The former assumes that
customers are serviced according to their willingness to pay; higher valuation customers get to buy

first, and so on. The latter assumes that customers are serviced in the order that they arrive.

For the second implementation, we can consider that the technology of the bot is such that in
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addition to employing a Q-learning bot, the firm is able to determine (using e.g., big data from other
activity) the consumers’ willingness to pay and serve them in decreasing order. The bots learn the

realised demand for a given play of prices, D(p;,p;), which we define in the environment as:

min{k;, D;} if pi <pj
min {x;, max [0, D; — k;]} if p; > p;.

The surplus-maximising rule ensures that whichever firm sets its prices highest will be visited last.
For our third (and last) implementation, we consider a bot which serves consumers in random
order, as they arrive. While this may sound similar to the first bot, this bot has a more complex
information structure built in. Because an implication of the surplus-maximising rule is that the bots
are told that demand is downward-sloping, the proportional rationing structure implemented captures
a different technological approach to using data from the bot’s designer. Following the proportional
rule, there may be customers that are not serviced (who would have strictly higher consumer surplus
than at least some who are serviced, at the given price levels) as the product is sold to whoever wants
to buy up to capacity. It may be interpreted as more realistic than the surplus-maximising rule, as
firms cannot influence the factors deciding consumer search (Davidson and Deneckere, 1986). The
proportional rule allows some uncertainty about which firm sets its prices highest. We implement

realised demand as:
min{x;, D;} if pi <pj
D(p¢|pj) = { min {K)Z’, Diiz’ffm} if pi =p; (4.6)

min {/4;1-, max [O,Di (1 — %)}} if pi > pj.

For the second and third bot, the implementation essentially informs the bot of the demand structure.

In the supergame, the firms seek to maximise the present discounted value of its profits, i.e.

max EIT; = maxE [Z 57:7”4 (4.7)
t

pi pi

where § € [0, 1) is the constant discount factor. At every time period, ¢, the firms consider the new
subgame consisting of the remaining periods. There are no other spillovers between time periods

other than potentially through firm strategy.

104



4.3. Model and set-up

4.3.1 The bots and the simulation set-up

The simulated model has the general set-up as outlined in the previous section, but we present here
the parametrisation and set-up of the simulation. The details of the implementation of Q-learning is
relegated to Appendix 4.A.1.

The aim of a Q-learning bot is to maximise expected profits over an uncertain horizon by choosing
some price (choices) conditional on a memory of past prices (the state). Initially, the choices are
totally random, so that the Q-learner explores the possible prices sufficiently. The information from
the exploration is retained at a rate a. As the game moves along, the Q-learner is set to explore less
and behave according to what it has learned, i.e., exploiting the information it got from exploring.

We show how one game in a simulation is coded in the table Algorithm 1.

Algorithm 1 One simulated pricing game

1: Initialize past price(s)

2: for each round of the game do

3: Choose a new price

4 Find profit given new and past prices

5 Update values associated with prices according to Q-learning function
6: Update past prices to current prices

7: end for

One game consists of maximum 100, 000 rounds of play. Each game is evaluated on whether or
not it has reached a stable strategy, by which we mean both bots playing the same prices in the same
states for a number of games. A strategy is deemed stable if it is the outcome of 20 consecutive
games. Once a strategy is stable, the simulation ends and we have a converged game. We simulate
and evaluate 1,000 such games.

We follow Calvano et al. (2020) in choosing parameter values for the simulations. The available
set of possible prices for the bots to choose from is made from a grid of m equally spaced points on
some line-segment on the one-dimensional real line. The bounds on the available prices are informed
by economic theory: The lower bound is guided by the Nash price, pV, the highest bound guided by
the joint monopoly price, p. Since there is a degree of randomness to the bots’ moves, the choice
space allows for choices slightly above the joint monopoly price and slightly below the Nash price.

The choice space therefore looks like:

Plp_) =[PV = ¢ (" —p"), pM + ¢ (M - p")],

where bold letters denote the standard price vectors, £ > 0 is an exogenous error factor, and p_,
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refers to the state space. k refers to the length of the history of prices that a bot should condition
current choices on. Like Calvano et al. (2020) we will set & to be finite and thus have a finite state
space.

The bots' rate of exploration, represented by ¢, decreases over time. Denote the initial exploration

rate as some constant ¢g. The exploration rate decays in the following manner:
t
ep=¢0-5, B€(0,1), t=0,1,2,...

The larger (§ is, the faster the learner will go from mainly exploring to mainly exploiting. We
can decide on § directly, or we can decide on the number of times we want each point on the price
selection grid to be chosen randomly over an infinite learning horizon, v. Since the learner should
start to exploit what it learns from the exploration at some point, the number of random visits should
be finite. The relationship we use between 3 and v is:

1 B
m - (mk) ‘ 1— pgntl’

UV =

where n is the number of bots. Setting the number of random visits, v, and an initial value of
3, we calibrate 3 so that it corresponds to our preferred v. We also need to initialise the Q-matrix.
Qo is set such that each player’s initial values are the expected payoffs, viz., the payoff of learner i
given that the opponent’s randomise their choice.” In Table 4.3.1 we present the values used for the

parameters in the simulation.

4.3.2 Experimental set-up

We consider a simulation stable after the bots’ strategies have remained the same for 20 consecutive
games. From the stable strategies we are able to determine what each bots pricing strategy would
be any given past price, and we can extract these and their associated profits. As we discussed in the
introduction, observing a price level to be above the competitive price is insufficient for concluding
that there is collusion in the market. Given the number of parameters that matter for how the
Q-learners play the game, outcomes may be due to the way the model is parametrised (Eschenbaum

et al., 2022; Banchio and Mantegazza, 2022; Asker et al., 2024).

"An example of a cell in the initial matrix of learner i is

> cpn—1 Tipis p—i)
QO,i(pfkapi) = (1 _ 5)‘P|n—1
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Parameter Explanation Value
n Number of learners (bots) 2

Ci Marginal cost (symmetric) 1

a; Quality value (symmetric) 2

ag Value of outside good 0

w; Capacity to cover competitive demand  0.98
1 Horizontal differentiation 0.25
o Discount factor 0.95
m Number of choices 15

£ Error factor 0.1
k Recall 1

Q Learning rate 0.15
€0 Initial experimentation rate 1.0
v Number of random visits 25
Bo Initial decay 0.9

Table 4.3.1. Most parameters are chosen in accordance with those in Calvano et al. (2020, pp.
3274-3276). The exceptions are €q, v, and Sy of which Sy is arbitrary, £y ensures full exploration in
the first round of play, and v is chosen to match the preferred number of random visits in Calvano
et al.

Calvano et al. (2020) introduced an experiment to test for collusive strategies: Have the bots
play games according to learned strategies and then force one of the bots to deviate by undercutting
its opponent for one period. The deviation price is the price that maximizes instantaneous profits
given rival price in the previous period, a kind of best response. The bots are then left to set prices
according to their learned strategies in subsequent periods. In each of the 1,000 simulations that
ended in a stable price, we induce this deviation. The experiment is presented as the average price
setting of the two bots before and after deviation. That is, we try to visualise how the bots are
maintaining a possibly supracompetitive price level. This visual representation is then evaluated
according to whether it fits with definitions of well-known reward-punishment schemes.

In the canonical model of (tacit) collusion under price competition, firms play an infinite-horizon
repeated game, where each stage game is a standard Bertrand game with linear demand and the
products are perfect substitutes. The firms maximise the continuation payoff, which links each firm's
current behaviour with future payoff. As was made clear by Friedman (1971), this allows the firms
to play strategies where behaviour today can be rewarded or punished in the future, i.e., they can
play ‘grim trigger'-like strategies to reward high prices and punish rivals who undercut prices in order
to make more profits in one period. This is relevant because in every time period both firms have

incentives to undercut the rival and capture the entire producer surplus.® If the firms value future

8T his result follows from assumptions about demand which does not carry over to logit demand models.
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profits sufficiently, they will, without any explicit act of coordination, set high prices and maintain
them at a high level.

According to the literature, reward-punishment schemes must at least exhibit three features:® the
punishment must be immediate, the punishment must be harsh, and the harshness of the punishment
is independent of the type and degree of deviation. The most common type of strategy discussed
among economists of this type are ‘grim-trigger’ strategies where deviation from the collusive price
leads to Bertrand-Nash prices in every subsequent period, i.e., neither firm ever again makes positive
profits if the firms are symmetric.

It may be hard to believe that a grim-trigger strategy is credible, as it means giving up potential
profit in every future time period. Abreu (1986) introduces a ‘stick-and-carrot,’ two-phase strategy
whereby a deviation from the collusive price is met with a punishment (stick) in the form of an
even lower price until the deviating firm returns to the collusive path, followed by a return to the
collusive path where both make positive profits (carrot). In capacity constrained markets, this would
necessarily involve consumers not being served at the posted prices during punishment.

Given the theoretical background, we find it useful to lay out exactly what we mean by collusion
and by reward-punishment schemes. When evaluating the experimental results, we rely on the

following definition of collusion by (Harrington, 2018, pp. 336):

Definition 4.1. Collusion is when firms use strategies that embody a reward-punishment scheme
which rewards a firm for abiding by the supracompetitve outcome and punishes it for departing from

it.
In order for the bots to have adopted a problematic strategy we would expect the ensuing pattern
from deviation to follow one of three paths:

Definition 4.2. Grim trigger: the non-deviating bot reduces the price and never again raises it.

Definition 4.3. Carrot-and-stick: the non-deviating bot reduces its price harshly, and increases it

when the deviating bot returns to the collusive price path.
Definition 4.4. Tit-for-tat: the bots mimic the strategy played by the rival in the previous period.

We follow Brock and Scheinkman (1985) and Benoit and Krishna (1987) by setting bot capacity
at a level which they can serve their share of demand at a price below the joint monopoly price,

but above the Nash price. Benoit and Krishna (1987) find that in a game where firms set capacity

°See discussion in e.g. Wright (2013). See (Belleflamme and Peitz, 2015, cpt. 14) for textbook treatment of this
paragraph and the next one.
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endogenously, capacity will be chosen to allow some room for punishment of a deviator from a
potentially supracompetitive price level, i.e., there will be excess capacity. Punishment is not possible
if both firms have just enough capacity to serve at joint monopoly pricing only. Setting capacity
at a level which allows for unconstrained Nash pricing reduces our model to that in Calvano et al.
(2020). The set of prices the bots can choose from is the same as in the simulation without capacity
constraints, allowing us to compare the impact of the constraint on pricing behaviour and so answer
our first research question. The setup also allows for credible punishment, in the sense that the bots
are allowed to price well below most supracompetitive prices.

There may be large differences in outcomes according to whether the bots are told to specific
rationing rule or allowed to figure out how to ration on their own. Asker et al. (2024) find that
instructing the bots to calculate counterfactuals when setting a price reduces the price level to the
competitive level. Such an exercise is computationally heavy and defeats one of the main purposes of
using bots for pricing, namely the speed at which prices can be updated. However, Asker et al. (2024)
also show that a complete counterfactual model is not needed to reduce the supracompetitive price
level: Specifying that relative demand is downward sloping may reduce the price the bots converge
on to the competitive level as well, with some caveats (Asker et al., 2024, pp. 16-17).

In accordance with Asker et al. (2024) we expect the supracompetitive price levels to disappear
in the simulations where the bots are told to ration in a surplus-maximizing way — this specification
is akin to telling the bots directly that demand is downward-sloping. It is useful and reassuring
to know that such simple modifications can alleviate unwanted behaviour. However, assuming a
downward-sloping demand curve may in some cases be too restrictive Allen and Hellwig (1993). In
so far as the literature disagrees on what a reasonable rationing rule is (Davidson and Deneckere,
1986; Kreps and Scheinkman, 1983), we hold that the results of collusion due to Q-learning should

be tested under different assumptions about rationing or, equivalently, information about demand.10

4.4 Results

Our results are presented in the order of how we presented the model: (i) price setting when bots are
not told how to ration; (ii) price setting when bots are told to ration in a surplus-maximizing way;
and (iii) price setting when bots are told to ration in proportional way. The figures presented are

the frequency of stable prices across games and the average impulse response to a forced deviation.

91t may be argued that specifying contingent demand in the manner of a rationing rule and having an algorithm follow
it essentially tells the algorithm how to act.
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The impulse response is only reported for versions of the model where the bots have converged on
supracompetitive prices. We exclude the simulations where the bots did not reach convergence in
strategies. To illustrate how some individual games and deviations play out, we report a randomly
chosen subset of simulations and experiments for some of the versions of the model. The profit gains
associated with the stable prices — the profits above Nash profits as share of joint monopoly profits -
are reported in Table 4.5.1.

First, though, we provide some baseline results to which we compare our findings. These are a
replication of some results in Calvano et al. (2020), presented in Figure 4.4.1. The baseline results
may be skipped by readers familiar with the findings in Calvano et al. (2020). Our first set of results

can be found in subsection 4.4.2.

4.4.1 A replication of the results in Calvano et al. (2020)

The prices chosen by the bots are presented as a heat map (Figure 4.4.1a). We present the choices
in the heat map according to their indices rather than the actual prices. According to the price
grid we specified above, joint Nash pricing corresponds to tile (2,2), while joint monopoly pricing
corresponds to tile (14,14). The price choices may be just one stable price or they may be part of
a cycle. Once a simulation has ended (converged or not), the bots’ strategies are extracted. The
strategies follow from the values in their Q-matrices: given a pair of prices, a bot will choose a next
price associated with the highest Q-value. The new choice may be to just maintain the price or it
may be to set a new price. If the bots choose to set new prices, we have a cycle.!* Our heat maps,
then, plot how often a price choice is part of the bots' strategies either as the one stable choice or
as part of a cycle. The more frequently a price pair is chosen, the lighter the tile.

The theoretical literature studying pricing games when the firms are capacity constrained find that
the result will either be that firms play mixed strategies (Brock and Scheinkman, 1985; Davidson
and Deneckere, 1990), or Edgeworth-cycle-like behaviour (Maskin and Tirole, 1988a,b). While we do
not explicitly discuss the possibility of Edgeworth cycling, in Appendix 4.A.2 we provide some figures
which highlight what the price cycles look like. When using ‘cycling’ about our results, we refer
to how we measure stable behaviour (in accordance with Calvano et al., 2020) not to Edgeworth
cycles. Rather than think of the choices as indicative of cycling behaviour, we interpret the heat
maps as mixed strategy distributions over the price sets of the bots. The interpretation comes with

a caveat: does the heat map represent a deliberate mixed strategy or are the results more random?

UThe length of the cycles are determined by how long the bots take to return to the first price pair in their strategy: a
cycle of length three starting at price indices (5, 5) could look like (5, 5), (6, 7). (7. 6), (5. 5).
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Joint distribution of price choices in converged cycles
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a A fifteen-by-fifteen grid of price choices showing how often the bots converge on a price pair. Choosing 2
corresponds to the Nash price, while choosing 14 corresponds to the joint monopoly price.
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b Player 1 is forced to deviate to its learned best response at time ¢ = 0, meaning its next price choice should
be the best response, across 1,000 experiments. The players are then free to price as they want. Hence, the
lines are averages. The impulse response is built by collecting the prices before, during, and after deviation
in each individual experiment and averaging over all experiments. The fans around the lines represent the
standard deviation of the impulse responses of the two bots.

Figure 4.4.1. Benchmark bot behaviour, without capacity constraints.
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We postpone reflection over this caveat to the discussion of Figure 4.4.2a.

In our replication of the Calvano et al. (2020) results, the more stable price pair is midway between
the Nash and joint monopoly price. There is quite a lot of variation, mostly around the midpoint,
which means that many stable strategies from the simulations involve more than one price. We are
reluctant to call the observed choices in Figure 4.4.1a mixing strategies, as the variation we observe
is around the middle point and is indicative of the bots just having a hard time finding out which of
the middle prices to go for.

Figure 4.4.1b represents the experiment introduced by Calvano et al. (2020) in which one bot is
forced to deviate by playing its best response to the stable price. The bots are then left alone to play
according to their learned strategies. The experiment is run for each simulation and then averaged
over. The line named ‘Collusion?’ in Figure 4.4.1b is therefore the average price before deviation
across all experiments. The pricing after deviation follows the learned strategies and may therefore
be cycling for a certain amount of time steps. Our figure cuts some of these cycles short, as we only
plot the impulse response from each experiment for twenty rounds. At time 0, Bot 1 is forced to
deviate to its best response to the possibly collusive price. The drop in price is large and Bot 1 does
not increase its price again immediately after it has dropped. The average reaction by Bot 2 is a
smaller drop than the forced deviation of Bot 1. Like Bot 1, Bot 2 does not move directly back to
the stable price before deviation but rather increases its price weakly to where it more or less equals
the price of Bot 1.

For a more complete picture than just average behaviour, we have included the standard deviation
of the bots’ pricing over the experiment. The fans in Figure 4.4.1b are made by calculating pricing
at one standard deviation above and one standard deviation below average pricing. Any price within
the fans we consider feasible bot behaviour. There is clearly a large number of possible reactions of
Bot 2 to the deviation by Bot 1. Bot 1 deviation does not vary much across experiments, but Bot
2's reaction or “punishment’ may be anything from a minuscule price cut to a cut just above the
Nash price. We also note that Bot 1 will in many cases continue cutting the price before gradually
moving back to the pre-deviation price.

Calvano et al. (2020) take the pattern in Figure 4.4.1b to be some kind of reward-punishment
scheme.’2 We, however, find it hard to describe the behaviour as collusion in accordance with

Definition 4.1 by either the grim-trigger strategy (Definition 4.2) or carrot and stick (Definition

25pecifically, Calvano et al. claim that the pattern looks somewhat like a carrot-and-stick strategy with some caveats
(Calvano et al., 2020, p. 3283). They have more than one figure they build their claim on. We have tried to
summarise Figures 4 and 5 in (Calvano et al., 2020, pp. 3282-3283) by including the standard deviations.
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4.3). That the strategy being deployed in Figure 4.4.1b is not grim-trigger is obvious. One could
argue that there is evidence of something like a carrot-and-stick strategy being deployed, but Bot
2's punishment of Bot 1 is too mild on average and too short-lived to be an actual stick. Tit-for-tat
(Definition 4.4) is perhaps more accurate to describe the bots’ strategies. The reader will see that
the basic pattern of the impulse response does not change much for our specifications with capacity
constraints, although pricing behaviour may be quite different according to what assumptions we

make about relative demand.

4.4.2 Capacity constrained bots play a pricing game with no rationing rule for

demand

The results from our first set-up, where there is a capacity constraint but the bots are not told how
to ration demand, are presented in Figure 4.4.2.

We first consider the prices in Figure 4.4.2a. The bots converge on supracompetitive price levels
and their behaviour is more stable than when they price without a capacity constraint. They also
price slightly higher when capacity constrained, which is to be expected. Interestingly, the more
frequent price choices are well above the price that their capacity allows for. We chose capacity close
to competitive demand, i.e., 98% of demand at joint Nash pricing. The price which corresponds
to a bot selling its full capacity is choice 4. Hence, Figure 4.4.2a indicates that the bots end up
playing in such a way that they build up excess capacity. Furthermore, interpreting the frequency
of price choices as probabilities means that the bots learn something akin to mixing strategies. We
hold that Figure 4.4.2a shows signs of mixing strategies across simulations while Figure 4.4.1a does
not. It is clear that the capacity constrained bots alternate between quite stable choices in Figure
4.4.2a, 10, 9, and 8, while the baseline is indicative of the bots simply trying different prices, or
failing to find generally stable price levels.!3 From a firm's manager's perspective, implementing the
bot when there are capacity constraints gives less expected variation in the price levels than in the
unconstrained case.

Figure 4.4.2b shows the impulse response following a forced deviation by Bot 1. First, we note
that the forced deviation is smaller than for the baseline. Second, the deviating bot continues to

decrease its price after the initial deviation. The reaction of Bot 2 is sharper than initial deviation by

B\We have capped the colour bar to the highest frequency price choice observed in Figure 4.4.1a so as to make the
heat maps more comparable across model specifications. Due to our choice to cap the colour bar, it may look like
the prices in Figure 4.4.2a are less stable than they in fact are; the tiles are after all quite light for higher prices. The
more stable choices in Figures 4.4.2a and 4.4.4a are in fact much more frequent than just above 70 simulations, as
can be seen in the versions of the heat maps in the appendix.
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Joint distribution of price choices in converged cycles
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a A fifteen-by-fifteen grid of price choices showing how often the bots converge on a price pair. Choosing 2
corresponds to the Nash price, while choosing 14 corresponds to the joint monopoly price. The maximum of
the colour bar is capped at the highest frequency price choice in Figure 4.4.1a.

Impulse response when Player 1 is forced to deviate

Coop A 1 —— Agent 1
—— Agent 2

Collusion? 4

Player 2 BR A

Full capacity 1

Nash 1

Time

b Player 1 is forced to deviate to its learned best response at time ¢t = 0, meaning its next price choice should
be the best response, across 1,000 experiments. The players are then free to price as they want. Hence, the
lines are averages. The impulse response is built by collecting the prices before, during, and after deviation
in each individual experiment and averaging over all experiments. The fans around the lines represent the
standard deviation of the impulse responses of the two bots.

11Figure 4.4.2. Capacity constrained bots play a pricing game with no rationing rule for demand.
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4.4. Results

Bot 1 and slightly undercuts the further decrease by Bot 1. The two then move back towards the
average price before deviation. That the price deviation and subsequent price changes are smaller
than in the baseline may simply be due to the bots having less room for punishment when capacity
constrained. Still, it is not clear that the average behaviour in Figure 4.4.2b can be fitted into a
reward-punishment scheme, at least not in the sense of Definitions 4.2 and 4.3. Bot 2 decreases
its price for one period only, the punishment does not last, and it does not observe a price increase
as compared to the initial deviation by Bot 1 before it starts increasing its prices again. One could
argue that there is a (mild) punishment by Bot 2 as an initial reaction, but one would expect it to
lag behind Bot 1 in increasing its price if it were to follow a carrot-and-stick strategy. That is, what
we argued for in our discussion of Figure 4.4.1b is also true of the results in Figure 4.4.2b. It seems
to us that Bot 2 is trying to match the behaviour of Bot 1 as closely as possible. We investigate the
possibility of Bot 2 simply trying to match Bot 1 by calculating Bot 2's best response to the forced
deviation by Bot 1. That is, we calculate the best response to the best response. As can be seen in
Figure 4.4.2b, the average reaction of Bot 2 to Bot 1's deviation is more in line with a best response
than a punishment.

Our interpretation of Bot 2 as simply best responding is modified by the inclusion of the standard
deviation of bot behaviour. Bot 2 may not react at all or it may cut prices to well below its best
response. As one would expect from capacity constrained bots, and Figure 4.4.2a for that matter,
there is less variation in how the bots behave when they are capacity constrained and are not told
how to ration. The bots never choose to price at capacity, even when reacting to a price cut. They
clearly have more room to punish each other if that is indeed what they are trying to do.

To give more insight into what is actually happening in the deviation experiment, we have drawn
a random sample of the 1000 impulse responses that are aggregated over to make up Figure 4.4.2b.
The sample consists of nine experiments, all numbered, and is shown in Figure 4.4.3. The responses
are measured according to how long price cycle for, meaning that there is some heterogeneity in
how long the experiments last. To show the responses as uniformly as possible, we have chosen to
cut or extend each experiment to twenty rounds. In most cases, we see a clear deviation by Bot 1.
Experiments 571 and 596 may be viewed as Bot 2 punishing Bot 1. Since Bot 1 does not decrease its
price further, the two end up going back to the pre-deviation price. In most cases with a discernible
pricing pattern however, it is clear that Bot 2 does not necessarily end up punishing Bot 1 as much
as matching the further decrease Bot 1 makes after its initial deviation. In both Experiments 92 and
678, Bot 1 is the one ending up punishing Bot 2 if we maintain that the behaviour seen in Figure

4.4.3 is reward and punishment. In still other cases, prices are less stable and there is no or delayed
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deviation and reaction. We can hardly take individual experiments to be conclusive evidence against
the interpretation that Figure 4.4.1b is a reward-punishment scheme, but we note that the more
stable experiments do show a pattern similar to our interpretation of Figure 4.4.2b: bot 2 adjusts to

achieve stability.

Individual impulse responses

Experiment = 92 Experiment = 901 Experiment = 596
Coop Coop 1 o |l Coop 1
{
)
Capacity Capacity 4+ ==~ TF=-Xf Capacity 1
Nash Nash T 1 Nash
Experiment = 166 Experiment = 678 Experiment = 403
Coop Coop + Coop +
Capacity Capacity 1 vr Capacity +
Nash Nash Nash
Experiment = 571 Experiment = 0 Experiment = 869
|
Coop Coop +A-+AT+ATA--1 1 Coop
Player 1
Player 2
Capacity Capacity 1~ H~==H=1=H -t ~==| Capacity
Nash Nash 4= =4 —i- b=l 1 L Nash

Figure 4.4.3. A subset of the individual experiments that make up the parts of the average impulse
response. Conditional on the simulation having converged, we extract nine random experiments. The
experiments are numbered according to the random numbers drawn by our program. The vertical
dotted line represents the time at which Bot 1 is forced to deviate. Some of the figures are cut short
to have the deviation period be visually uniform across experiments.
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4.4.3 Capacity constrained pricing when demand is rationed in a surplus-maximising

manner

In our first simulation with capacity constraints, we do not instruct the bots on how to ration demand.
Asker et al. (2024) show that too little instruction may lead Q-learners to set prices according to
limited experience, i.e., high prices may be due to the bots not having considered their pricing options
sufficiently. Furthermore, theory tells us that the outcome of capacity constrained pricing games differ
according to what type of rationing is assumed. To investigate the problem of limited experience
and whether bot behaviour changes according to how they ration, we specify two rationing rules for
them to follow. First, we present results for bots that ration in a surplus-maximising way, equation
4.5, meaning customers are served in the order of their willingness to pay.

In Figure 4.4.4a, the bots learn to set the lowest possible price in most of the simulations. We
have capped the colour bar in order to compare results across model specifications, so the colour
does not necessarily reflect the frequency of the most frequent choice. The lightest tile should be
interpreted as representing frequency at or above 70. Capping the colour bar allows us to see that
there are some other choices than (1,1) that are somewhat frequent, and these are mostly at or
above the joint monopoly price. The discrepancy between price frequencies can be explained by
strategies that involve cycling and not. When a stable strategy involves two or more prices, the
bots generally choose high prices. However, most stable strategies, 45.4% of converged simulations,
involve only one price choice. When the stable strategy involves only one choice, the bots choose
the lowest possible price on average. A breakdown of pricing behaviour by length of cycles can be
found in the appendix.

Due to our setup, the most frequent choice in Figure 4.4.4a is even lower than the Nash price in a
pricing game without capacity constraints. That does not mean that profits are negative: individual
profits are never negative in the Calvano et al. (2020) setup with logit demand. Profit gains, however,
could be negative (see Table 4.5.1). Having the bots follow a surplus-maximising rationing rule
amounts to telling them to treat demand as downward-sloping. In the light of the results of Asker
et al. (2024), then, it is not surprising that the bots learn to set a low price. That they price lower
than what should be competitively feasible is however surprising. Figure 4.4.4a leads us to conclude
that the bots do not necessarily learn strategies for maximising profits. Rather, they learn to treat
demand as downward sloping. The bots also disregard their capacity constraints; demand cannot be
fully met at the prices they set. We can safely conclude that no firm would ever want to use a bot

that prices in the manner of 4.4.4a, at least not those who learn to set one stable price. If the bots
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Joint distribution of price choices in converged cycles
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a A fifteen-by-fifteen grid of price choices showing how often the bots converge on a price pair. Choosing 2
corresponds to the Nash price, while choosing 14 corresponds to the joint monopoly price. The maximum of
the colour bar is capped at 60 to make the figures comparable across model specifications.
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b Player 1 is forced to deviate to its learned best response at time ¢ = 0, meaning its next price choice should
be the best response, across 1,000 experiments. The players are then free to price as they want. Hence, the
lines are averages. The impulse response is built by collecting the prices before, during, and after deviation
in each individual experiment and averaging over all experiments. The fans around the lines represent the
standard deviation of the impulse responses of the two bots.

Figure 4.4.4. Capacity constrained pricing when demand is rationed in a surplus-maximising manner
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do not learn strategies at all when you instruct them to ration according to surplus-maximisation,
the point of having a bot do the work disappears; one could instead just specify an algorithm that
ensures surplus-maximising pricing. Hence, instructing Q-learning bots to surplus-maximise defeats
the point of using Q-learning in the first place.

At this point we want to show the reader that impulse response figures as in Calvano et al. (2020)
that show average behaviour may be misleading about what the outcomes may be. Figure 4.4.4b
draws the impulse response of a deviation by Bot 1 when both bots ration according to a surplus-
maximising rule. The average price before deviation is slightly above capacity and the deviation by
Bot 1 and reaction by Bot 2 are on average above capacity. Bot 2 is clearly not best responding
to Bot 1's deviation. Note however the discrepancies between the conclusions one can draw from
Figure 4.4.4a and Figure 4.4.4b. Looking at the latter and just considering the averages, one may
conclude that prices are slightly supracompetitive as these are above full capacity. According to
how Calvano et al. (2020) interpret Figure 4.4.1b, we would also call the behaviour in Figure 4.4.4b
reward-punishment. None of these conclusions would be reached by looking at Figure 4.4.4a: the
distribution of prices is clearly skewed towards the lowest possible price. Including the standard
deviations in Figure 4.4.4b makes it clear that the average impulse responses are misleading and
modifies the picture in Figure 4.4.4a somewhat; the bots clearly make other choices than the lowest
possible price as well. At least in some cases then, the use of average prices to describe bot behaviour

is more misleading than enlightening.

4.4.4 Capacity constrained pricing when demand is rationed proportionally

Finally, we consider a simulation where the bots are instructed to serve customers as they arrive. In
Figure 4.4.5a we see that prices are relatively evenly distributed across the grid. Pricing behaviour is
thus closer to that of the baseline (Figure 4.4.1a), but the strategies entail more cycling. Almost all
price pairs are part of some cycle, but the more frequent choices are (1, 1), (11, 14), and (10, 15).
The latter two pairs are much higher than the most stable prices in our other specifications. Of
course, the bots also vary their prices more and will often charge prices that are at or below the
Nash. Although it is not very clear from Figure 4.4.5a, Bot 2 sets the lowest possible price more
often than Bot 1, which could be a sign of undercutting. Our measure of profit gains in Table 4.5.1
shows that Bot 2's strategies yield higher gains on average than Bot 1's strategies. Considering the
unequal gains and the fact that Bot 2 prices below Bot 1 more often than the opposite, a possible

interpretation is that Bot 2 learns to undercut at least some of the time. However, it also evidently
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Joint distribution of price choices in converged cycles
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a A fifteen-by-fifteen grid of price choices showing how often the bots converge on a price pair. Choosing 2
corresponds to the Nash price, while choosing 14 corresponds to the joint monopoly price. The maximum of
the colour bar is capped at 60 to make the figures comparable across model specifications.
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b Player 1 is forced to deviate to its learned best response at time ¢t = 0, meaning its next price choice should
be the best response, across 1,000 experiments. The players are then free to price as they want. Hence, the
lines are averages. The impulse response is built by collecting the prices before, during, and after deviation
in each individual experiment and averaging over all experiments. The fans around the lines represent the
standard deviation of the impulse responses of the two bots.
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sets the absolute highest price more often than Bot 1, so the unequal gains could just be a feature
of Bot 1's pricing being more erratic. The mean absolute difference of the bots' pricing across cycles
is 4.62 for Bot 1 and 3.89 for Bot 2, meaning that Bot 1 makes price jumps that are almost 19%
larger than those of Bot 2. Larger price changes are evidently not good for profits. It is surprising
that two identical bots facing the same market environment can end up with such different strategies
and unequal outcomes. We break down bot behaviour by cycle length in the appendix.

We suspect that part of the explanation for why we see heterogeneity in bot strategies and a
relatively uniform set of pricing outcomes lies in how profits are calculated. In both setups using
rationing rules, the Bertrand-Nash and joint monopoly profits are relatively close in value,'* which
may give the bots trouble distinguishing choices from one another. A Q-learning agent has a hard
time finding a stable strategy when the payoffs from different actions are close in value (Sutton
and Barto, 2020). A clearer pattern could emerge if the players are given more time to play with a
proportional rationing rule, but seeing as the simulation already takes a considerable amount of time
the point of employing Q-learning for pricing would be lost. Also, the strategies underlying Figure
4.4.5a have converged according to our criterion, although it takes longer than in all other strategies
as can be seen in Table 4.5.1. We consider our convergence criterion to be somewhat stricter than
that of Calvano et al. (2020) — in our case there is not convergence until strategies are stable across
20 consecutive games, while they deem a simulation converged when strategies do not change for
what we consider to be one game, i.e., 100,000 rounds of play. We therefore think Figure 4.4.5a
representative of bot behaviour when rationing proportionally and not just an artefact of insufficient
time of play. That the bots evidently learn quite different strategies may then indicate that they have
a hard time competing when they are told to ration. Seeing as Bot 1 looks to let Bot 2 undercut
it more than it undercuts Bot 2, we think the conclusion about pricing under surplus-maximising
rationing maintains: the bots learn to follow the rule, not to compete.

Figure 4.4.5b may be taken to indicate that there is a reward-punishment scheme underlying the
players’ behaviour. The average deviation of Bot 1 is not large, but once it has deviated it continues
to price lower. Bot 2 responds with a decrease which ends up matching the further decreased price
of Bot 1. The players then move up towards the stable price from before the forced deviation. As
indicated by the stippled horizontal line “Player 2 BR"”, Bot 2 does not on average best respond to
the initial deviation by Bot 1. The average price before and after deviation allows the two to hold
excess capacity. We remain ambivalent about the interpretation that Figure 4.4.5b is sufficient proof

to conclude the bots act collusively by Definition 4.1. Rather, Bot 2 is trying to adjust to the pricing

For reference, mps = 0.1687 and mny = 0.1114 under both rationing rules.
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of Bot 2. The result in 4.4.5b weakens the interpretation that Bot 2 is simply best responding to the
deviation by Bot 1. If not for this fact, we would be inclined to conclude that bot behaviour, rather
than showing signs of reward-punishment schemes, is more consistent with the behaviour described
in Maskin and Tirole (1988a,b): a price decrease as a response to a price decrease may be a survival
mechanism rather than a punishment.

As in all our impulse response figures, we have included the standard deviation of the price paths
of both bots in Figure 4.4.5b. Again we ask the reader to consider the different conclusions one may
draw looking at Figures 4.4.5a and 4.4.5b separately. Although there is quite a lot of variation in the
impulse response paths, the degree of variation in Figure 4.4.5b is smaller than one would expect
from looking at the pricing outcomes from stable strategies. There is also less variation in Figure
4.4.5b than in the impulse response for bots following a surplus-maximising rule. Our conclusion
from Figure 4.4.4 as a whole was that looking at the average price may lead to the misleading
conclusion that prices are weakly supracompetitive. Looking at Figure 4.4.5 as a whole, we conclude
that looking average behaviour alone may lead to the conclusion that prices are lower than what is

mostly the case. The degree of variation/cycling is more important than average outcomes.

4.5 Discussion

Our results suggest that the interpretation that Q-learning bots playing a pricing game learn to
collude is not robust. We find that the bots mostly learn to set supracompetitive prices, but price
setting is sensitive to the instructions the bots receive about rationing consumers. The bots react to
deviation from a stable price level, but their behaviour is not consistent with grim-trigger strategies
(Definition 4.2) nor with stick-and-carrot (Definition 4.3). While we do not believe our results — nor
the benchmark — show that prices are consistent with grim-trigger or stick-and-carrot strategies, they
exhibit signs of tit-for-tat. Alternatively, one may interpret the reaction to deviation as an adjustment
to maintain stability, i.e., no reward-punishment scheme at all. Our findings point us to a critique of
the metrics used to identify collusion among bots. Collusion held up by a ‘reward-punishment scheme’
is a concept that may be too narrowly defined to describe the kind of strategies that reinforcement
learning agents learn to play. What can be enlightening is to study the frequency of price choices
and price changes, in short price variation.

A second metric that has been used to document possible collusion by bots, is average profit

gains (Calvano et al., 2020; Abada et al., 2024). Profit gains are calculated as

122



4.5. Discussion

T™QL — TN
A=TQLT N
™ — TN

where 7y, refers to the average profit of a Q-learning bot. If A =0, the bots learn to price at
the Nash, if A = 1 they learn to set the joint monopoly price. As can be seen from Table 2, the
average profit gains are remarkably close in value in the cases of no capacity constraints and capacity
constraint with unspecified rationing. Once one specifies a rationing rule, profits are either lower
(surplus-maximizing) or higher (proportional) than in the benchmark and the variability is large. In
fact, the variability in gains is so large that these disappear, with the exception that the market as
a whole has gains when bots ration proportionally. The sensitivity of profit gains can be linked to
the length of price cycles, seeing as the average length of cycles are lowest for the cases where gains
are more stable. The average length of cycles, however, does not give us the full picture of how
frequently prices cycle and not. To get a better picture, consider the distribution of cycle lengths in
Figure 4.5.1. Interestingly, and not clear from Figures 4.4.1a and 4.4.4a, there is more cycling when
bots ration according to a surplus-maximizing rule than in the case with no capacity constraint. The
sensitivity of gains can however not just be due to cycling, as the difference in standard deviations
between the no capacity constraint case and the surplus-maximizing case is too large compared to
the small difference in how often the bots choose one stable price. Obviously, the actual prices
chosen matter both for the size and magnitude of variability of profit gains. The critique of average
price paths then applies to profit gains as well; they are both excessively sensitive. Small variations
in specification may mean wholly different outcomes that have little to do with collusion in any strict
sense.

To some extent, it was already known that model assumptions would change the pricing behaviour
of learning bots significantly Asker et al. (2024). We have, however, shown that still other assumptions
may lead to outcomes that are as bad or even worse than those in Calvano et al. (2020). Furthermore,
our results speak to an argument made by Harrington (2022) that firms will not want to employ
algorithmic pricing that colludes on supracompetitive prices because there is an incentive to deviate
once those prices are established. To ensure take-up of their pricing tools, a third-party provider
will do better if they design an algorithm that makes prices fluctuate along with market demand.
Our results suggest that fluctuating prices may be the result of pricing being done under a capacity
constraint.

The results are sensitive to the choices of numerical values for different parameters. Once capacity

is a factor in the calculation of competitive prices or the quantities provided at certain prices, the
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Metric Baseline Constraint SM rationing Prop. rationing
Share of converged simulations 0.975 0.999 0.946 0.95
Avg. time to convergence 25.17 21.06 27.03 32.1
(45.44)  (56.67) (55.76) (71)
Avg. profit gain (learner 1) 0.69785 0.66919 0.30486 0.76292
(0.37845)  (0.29089)  (1.40845) (1.27142)
Avg. profit gain (learner 2) 0.67356 0.66873 0.33364 0.80998
(0.37607)  (0.29603) (1.42007) (1.296)
Avg. profit gain (mean) 0.68571 0.66896 0.31925 0.78645
(0.16033)  (0.24688)  (0.43245) (0.26728)
Avg. cycle length 3.16 3.77 4.2 5.49
(4.08) (4.63) (4.85) (4.57)

Table 4.5.1. A summary of outcomes for all four model specifications. Standard deviations in
parentheses. Time to convergence is measured in 100, 000. Share of converged simulations is out of
1000. Cycle length is measured according to the strategies the bots converged upon and whether
these involve one stable price or a sequence of prices.

profits of the game change from the baseline. Once the Nash and joint monopoly profits get closer,
it may not be surprising that outcomes seem more collusive or supracompetitive. Without making a
welfare analysis, since most of the pricing happens at the higher choices, one can say that rationing
in a proportional manner is detrimental to the consumer surplus. Claims have been raised about the
collusive pricing of Q-learning algorithms being spurious and due to how certain parameters are set
(Eschenbaum et al., 2022; Banchio and Mantegazza, 2022). While that may indeed be the case, we
show that the supracompetitive pricing found by Calvano et al. and others may not be the only type
of pricing behaviour one should worry about.

Finally, there may be some who question our choice of imposing an exogenous capacity constraint.
Why not make capacity another state of the Q-learning agents and perhaps even have it choose
capacity? We have toyed with the idea, but to actually implement such a game is far from straight
forward. Further work will attempt to expand our model to one of endogenous capacity choice, but
for now we maintain that the firm setting the capacity exogenously is realistic in the sense that firms
that do employ algorithmic pricing find it important to have control and the possibility of overriding
choices made by pricing algorithms (Spann et al., 2025). Setting capacity exogenously maintains

such control in an obvious sense.
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Distribution of cycle lengths by type of constraint and rationing
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Figure 4.5.1. The distribution of cycle lengths across simulations for the types of models simulated:
A repeated Bertrand game; a capacity constrained Betrand game without a specified rationing
rule; a capacity constrained Bertrand game with Surplus-maximizing rationing rule; and a capacity
constrained Bertrand game with a proportional rationing rule. Count is the number of simulations
that ended with strategies of a certain cycle length, Time steps in cycle is the number of unique price
combinations the bots play starting from a given pair of prices before they return to the starting pair.

4.6 Conclusion

We simulate multiple versions of a pricing game with capacity constraints where prices are set
autonomously by Q-learning bots. Pricing behaviour is strongly or weakly cyclical, depending on
the game being played. The pricing behaviour is not maintained by a reward-punishment scheme.
An as plausible interpretation of the behaviour is that of Maskin and Tirole: decreasing the price in
response to a price decrease may be necessary to maintain one's position in the market. One may
also interpret the average strategies as something like tit-for-tat. Some versions of the game make
the difference between profits at high and low prices small. Some statistics used in the literature are
therefore less meaningful in interpreting our results. Even if we cannot say that pricing by capacity

constrained algorithms leads to collusion, our results suggests that algorithmic pricing may be harmful
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in other ways. Anyone considering whether to intervene in a market where bots are employed should
consider the full distribution of prices in so far as this is possible, as average market outcomes may

be misleading about what strategies are being employed and what prices are actually charged.
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4.A Appendices

4.A.1 Reinforcement learning and the model of competition

Following our exposition of the literature, it is clear that we need to augment the model used by
Calvano et al. somewhat. For the purpose of this paper it is however not necessary to change any
of the details of the type of algorithm the firms use to compete: It will still be a simple form of
reinforcement learning. Reinforcement learning is broadly defined as a set of methods to learn how to
reach a goal in an initially unknown environment (Sutton and Barto, 2020). In the application to a
model of price competition, the objective is high profits and the environment is the market conditions,
viz., the specific model of competition. To get profits, a price must be chosen. The reinforcement
learning algorithm will therefore be programmed to seek the price strategy that maximises profits
given demand and rival price. We here present the type of reinforcement learning used to simulate

price setting and the model for price setting under capacity constraints.

4.A.1.1 Q-learning

The simulation literature on reinforcement learning and collusion has so far used some version of what
is known as Q-learning (Watkins and Dayan, 1992). We are no different: all our results are based
on Q-learning and any modifications are informed by the model of competition used. Q-learning
is widely used in computer science, is simple to interpret, and has a similar setup to that of more
advanced and widely successful types of reinforcement learning programs such as AlphaGo (Silver
et al., 2016, 2018).

Q-learning falls within the broader reinforcement learning category temporal-difference learning.
‘Temporal difference’ refers to the elements used to learn the algorithm how to work: By experimenting
with different choices and by updating its knowledge based on choices already made. Q-learning is a
model-free version of temporal-difference learning, meaning that it does not need a specified model
to approximate the optimal choice (Sutton and Barto, 2020). In our case, experimenting would be
to choose a price at random while updating would be to use past prices to update current expected
profit.

Hence, the updating part of Q-learning looks like a dynamic program. For the exposition of
Q-learning to be simple, then, the dynamic program must be well defined. That entails assumptions
about the choice and state spaces, as well as the probability of moving between them; the transition

probability. In particular, the choice and state spaces must be assumed limited and the transition
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probability must be assumed well defined. In accordance with the assumption of a limited state
space, the exposition will be based on a profit maximising learner that makes price choices based
on its own past prices alone. The limitations on what we can show theoretically using Q-learning
is a big part of why we, and the literature as such, base the research on collusion by reinforcement
learning algorithms on simulation. We discuss the use of simulations in the next subsection.

The choice in our application is a price to maintain for one period. The state is the sequence of
past prices to condition on. It is reasonable, then, to hold that the set of choices is limited: It is
bounded from below by the Nash price and from above by the monopolist price. The states are past
prices set by the learner. The state space is then identical to the choice space in the first dimension,
but possibly infinite in the second unless we limit how far back in the sequence of past prices the
learner can condition a current choice on. We therefore assume a hard limit on what can be called
the learners memory, k. As for the actual probability of moving to a new state when having made
a price choice, the transition probability, we will simply assume that it is well-defined but unknown.
Suppose for the remainder of the exposition, that the learner's memory is for one period only. The
state is then p;_1, the choice is p; € P(pi—1), and the objective is ;. Given the state, choice, and
objective, the stationary transition probability is written as F'(7¢, pt|pt—1,pt). The problem we want

the Q-learning algorithm to solve is then

E

o

>itn

t=0

where ¢ € [0,1) is the discount rate on future payoff. Since our probability function is assumed

to be stationary, the dynamic program of one Q-learning agent is

Vi(p) = peag{E[ﬂ\p—,p] + 0E [V (p)lp—,pl},

where p_ denotes the state. The name Q-learning comes from rewriting the program in terms
of the ‘quality function: the value of choosing price p given past price p_. That is, we define
V(p-) := maxpep Q(p—,p) and rewrite the program in terms of (). The updating in Q-learning is

therefore based on the program

Q(p—,p) = E[rn|p_, p] + JE Ipl}gg@(p,p’)lpﬂp -

The quality of a price choice given the previous price choice is stored as a cell in a matrix. The

matrix is shaped according to the choice and state spaces and is therefore finite as long as the
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choice and state spaces are finite. The learner moves between matrix cells according to its transition
probability function. If the transition probability function was known, the optimal movement would
be easy to find and there would be nothing to learn. The learning part, then, is to figure out what
the optimal transition probabilities are. To learn, the algorithm needs an initial condition and a rule
for how to update the cells of the matrix. The initial condition can be an arbitrary matrix, Qq, from

which the algorithm starts making choices. The rule for updating is

Qir1(p-1,p) = (1 — @)Q¢(p-1,p) + Wt+5glea§Qt(p,p) :

The quality of the updated cell consists of two weighted components. The first is the current
quality of the same cell. The second is the profit from having chosen p in the given state along with
the discounted value of the state reached by making that choice. The rule, then, is that at rate
1 — « the choice p should not update the quality of the cell, while at rate o the quality should be
updated. Hence, « is referred to as the learning rate.

For the agent to actually move away from the initial condition Qg and start approximating optimal
behaviour, it must be prompted to make new choices. Here, the experimentation part of temporal
difference learning comes in. The learner should be instructed to choose some prices at random,
explore, in order to learn. However, it cannot randomise too much or it will never converge on an
approximate optimal policy; it needs to exploit the information from earlier exploration as well. A

simple way to operationalise the balance between exploration and exploitation is called e-greedy:

~ U{B} with prob. &
= arg maxy Q(b, s) with prob. 1 — &4
That is, randomise the choice uniformly with probability £; or make the best known choice given

state with probability 1 —¢;. To ensure that a learner starts out by exploring a lot and then gradually

start to exploit as the game is being played, we specify ¢; to decrease over time.

4.A.1.2 The lack of general convergence and the use of simulation

The exposition above was based on the assumption of a stationary, but unknown transition function.
We achieved stationarity by assuming that the choice and state spaces were limited, which may be
reasonable considering the application to price competition: There are clear upper and lower bounds
on what prices can be charged given the model, and we can limit the sequence of prices that the

choice of a new price should be conditioned on. Another reason why general stationarity breaks
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down, however, is the interaction of multiple Q-learning agents (Bloembergen et al., 2015; Busoniu
et al., 2008). A Q-learner’s optimisation problem becomes inherently non-stationary if that problem
involves other learners that change their choices over time. There is therefore no analytical guarantee
of convergence on a specific price when we apply Q-learning to an oligopoly model. Simulating the

model, however, may lead to convergence according to the numerical criteria we set up.

4.A.1.3 The model

So far, two models of price competition have been used to investigate collusion by reinforcement
learning: An infinite horizon, simultaneous move Bertrand model (Calvano et al., 2020, 2021) and
an infinite horizon, sequential move Bertrand model (Klein, 2021). The objective of n competing

firms in any given period is

max m; = max(p; —¢;)D;, i=1,...,n,
pi pi

where the dependencies of the profit function vary slightly according to whether the game is
simultaneous or sequential. Ours is a simultaneous move game, and so we will be following the setup
of Calvano et al. That entails adopting their demand function as well, which is logit in the manner

of Anderson and de Palma (1992). In any given period, the demand facing firm i is

a;—p;
e nu
Di = )

B ag

dliie m tew

where a; captures vertical differentiation, ag captures the outside option or good, and . captures
horizontal differentiation. We then expand the model to include a capacity constraint which firm 4

cannot exceed:

(pi — ¢i)D; if D; < ks

T =
(pi — ci)ki if Dy > K

Capacity « can vary between firms and is chosen by whoever makes the pricing algorithm in

accordance with the firm's instructions. To be able to know what capacity to set, a firm would have

to have some idea about what demand looks like. Given that it can estimate demand for a range of

prices, firms will have an incentive to set capacities such that there can be coordination on a high

price. Should one then commit to a low capacity in order to coordinate? A firm would then have

no incentive to deviate due to being constrained. Knowing this, a firm will however want to hold
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excess capacity in order to undercut its rival in the repeated game Davidson and Deneckere (1990).
A firm with just enough capacity has no room to punish deviation or be the deviator for that matter.
Since capacities are set simultaneously, or at least without knowledge of the exact capacity of rival
firms, the firms would want to build up enough capacity that it can respond to lower pricing or even
undercut its rivals Brock and Scheinkman (1985); Benoit and Krishna (1987). We therefore find it
reasonable that capacities will be set to accommodate demand at monopoly prices and higher. For
some higher level of capacity, then, the constraint will not bind anymore as it will accommodate the
Nash price and the profit function will be identical to that in Calvano et al.

As we have laid out the profit function above, there is no consideration of how customers act
and are serviced. Seeing as the Betrand-Edgeworth model in various forms makes some assumption
about the manner in which customers are serviced, we simulate models where such rationing rules are
made explicit. There are two rules that can be viewed as the extremes of a continuum of rationing
rules Davidson and Deneckere (1986). Using the lingo of Vives (1986) and others we refer to these
as the ‘surplus-maximising’ and the 'proportional’ rules. The former assumes that customers are
serviced according to their willingness to pay; higher valuation customers get to buy first and so on.
The latter assumes that customers are serviced in the order that they arrive at the store, webpage
or the like. If the market follows a surplus-maximising rationing rule, the demand for firm i's good

contingent on a fixed rival price, p;, is

min{x;, D} if pi < pj
D(pi|pj) = < min {/{i, DZ%} if Di = Dj
min {x;, max [0, D; — K]} if p; > pj.

The surplus-maximizing rule ensures that whichever firm prices the highest will be visited last.

The proportional rule allows some uncertainty about which firm prices the highest:

min{x;, D;} if pi <pj
D(pilp;) = { min {K,Z', Dlﬁ} if pi =p;
min {/ﬁ, max [O,Di (1 — E—JJ)}} if pi > pj.
Following the proportional rule, there may be customers that are not serviced as the product is

sold to whoever wants to buy up to capacity. It may be interpreted as somewhat more realistic

than the efficient rule, as firms cannot influence the factors deciding consumer search Davidson and
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Deneckere (1986).

We note that specifying contingent demand in the manner of a rationing rule and having an
algorithm follow it essentially tells the algorithm how to act. In the case of the surplus-maximizing
rule, the algorithm is for instance told that demand is downward sloping. It observes own and
rival prices and receives profits based on contingent demand, which will outline a downward sloping
demand curve when customers are served according to their willingness to pay. There are results
on what happens to algorithmic pricing behaviour when they are told that demand is downward
sloping: Asker et al. (2024) simulates a pricing game where algorithms are instructed in such a way,
and find that the profit achieved is significantly reduced compared to a game where the slope of
demand is not known. We expect, then, that giving the algorithm a rationing rule, at least the
surplus-maximizing one, will yield more competitive pricing. It is useful and reassuring to know that
such simple modifications can alleviate unwanted behaviour. However, assuming a downward-sloping
demand curve may in some cases be too restrictive Allen and Hellwig (1993). In so far as the
literature disagrees on what a reasonable rationing rule is Davidson and Deneckere (1986); Kreps
and Scheinkman (1983), we hold that the results of collusion due to Q-learning should be tested

under different assumptions about rationing or, equivalently, information about demand.

4.A.2 Additional results

In this section we include graphs of the price cycles underlying the heat maps of ‘stable’ prices
presented in the main text. Heat maps where the colour bar has not been capped are also included.
Since the baseline for the cap is the price frequencies in Figure 4.4.1a, the replication of Calvano

et al. (2020), it is identical whether we cap the colour bar or not and so is not included.
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4.A.2.1 Price cycles by length from Calvano et al.
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Figure 4.A.1. The price cycles underlying Figure 4.4.1a plotted according to cycle length. If there
is more than one cycle of a certain range the prices are averaged and rounded to reflect the closest

price index chosen.
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4.A.2.2 Price cycles with capacity constraint and no specified rationing rule
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Figure 4.A.2. The price cycles underlying Figure 4.4.2a plotted according to cycle length. If there
is more than one cycle of a certain range the prices are averaged and rounded to reflect the closest
price index chosen.

134



4.A. Appendices

4.A.2.3 Price cycles with capacity constrained and surplus-maximizing rationing
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Figure 4.A.3. The price cycles underlying Figure 4.4.4a plotted according to cycle length. If there
is more than one cycle of a certain range the prices are averaged and rounded to reflect the closest
price index chosen.
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4.A.2.4 Price cycles with capacity constrained and proportional rationing
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Figure 4.A.4. The price cycles underlying Figure 4.4.5a plotted according to cycle length. If there
is more than one cycle of a certain range the prices are averaged and rounded to reflect the closest

price index chosen.
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4.A.2.5 Figure 4.4.2a without cap on colour bar

Joint distribution of price choices in converged cycles

- 300
- 250
200
- 150
©
1 100
<«
m
50
~
—
0

10 11 12 13 14 15
Playerl

9 10 11 12 13 14 15

Player 2
8

Figure 4.A.5. A fifteen-by-fifteen grid of price choices showing how often the bots converge on a
price pair. Choosing 2 corresponds to the Nash price, while choosing 14 corresponds to the joint
monopoly price.

4.A.2.6 Figure 4.4.4a without cap on colour bar

Joint distribution of price choices in converged cycles
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Figure 4.A.6. A fifteen-by-fifteen grid of price choices showing how often the bots converge on a
price pair. Choosing 2 corresponds to the Nash price, while choosing 14 corresponds to the joint
monopoly price.
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4.A.2.7 Figure 4.4.5a without cap on colour bar

Joint distribution of price choices in converged cycles
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Figure 4.A.7. A fifteen-by-fifteen grid of price choices showing how often the bots converge on a
price pair. Choosing 2 corresponds to the Nash price, while choosing 14 corresponds to the joint
monopoly price.
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